
Notation

S state space
i, j, w, z states
Φ parameter space modelling decision rules and perturbations
φ elements of parameter space
δ decision rule and stationary, deterministic policy
δ(i) decision rule in state i
A(i) action set in state i
A =

∏
i∈S A(i) action space, equivalently the collection fo all stationary, deterministic policies;

equal to Φ (in this work) if no perturbations/truncations are modelled
α discount factor in continuous and discrete time.

In discrete time, it is really 1-discount factor
P φ one step transition matrix under parameter φ
pφ(j | i) transition probability to state j, when in state i and parameter φ is chosen
Qφ generator of Markov process operating under parameter φ,

assumed conservatieve and stable
qφ(j | i) transition rate from state i to state j under parameter φ
qφ(i) the total transition rate parameter of the exponentially distributed sojourn time

in state i under parameter φ

P φt transition matrix at time t under parameter φ

pφt (j | i) transition probability to state j at time t, when in state i and parameter φ is chosen
cφ expected one step cost under parameter φ in discrete time,

expected cost rate under parameter φ in continuous time

V φ
α α-discount value function under parameter φ
V ∗α optimal α-discount value function
Vα,n optimal expected α-discounted total cost upto (and including) time n

V
∗,(N)
α optimal α-discount value function for the N -perturbed MDP

V
(N)
α,n optimal expected α-discounted total cost upto (and including) time n for the N -perturbed MDP

gφ average expected cost under parameter φ
g∗ optimal average expected cost
Vn optimal expected total cost upto (and including) time n
Hφ bias under parameter φ
H∗ bias under an optimal policy
Eφ expectation operator under parameter φ

Pφ probability operator under parameter φ

e vector of appropriate size consisting of ones
I identity matrix of appropriate dimension
τz entrance time of state z, in discrete and continuous time

mφ
z expected entrance time of state z, under parameter φ,

in discrete and continuous time

Cφz (i) expected total cost before reaching state z, under parameter φ,
in discrete and continuous time
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1 Introduction

The question how to rigorously prove structural results for continuous time Markov decision problems
(MDPs) with a countable state space and unbounded jump rates (as a function of state) seems to
be an assiduous task. As a typical example one may consider the competing queues model with
queue dependent cost rates per customer and per unit time, where the objective is to determine the
server allocation that minimises the total expected discounted cost or expected average cost per unit
time. Both discounted and average cost are known to be minimised by the cµ-rule, which prescribes
to allocate the server to the queue that yields the largest cost reduction per unit time. A possible
method to tackle this problem is to apply value iteration (VI) to the uniformised discrete time MDP
and show that optimality of the cµ-rule propagates through the VI step.

If customer abandonment is allowed, the resulting MDP is a continuous time MDP with un-
bounded jumps, since customers may renege at a rate that is proportional to the number of customers
present in each of the queues. In order to apply VI, one needs to time-discretise the MDP. One way
to associate a discrete time MDP with this problem is by constructing the decision process embedded
on the jumps of the continuous time MDP. However, it is not clear whether structural properties
propagate through the VI step (cf. Section 3.4). Another solution is to perturb or truncate the
continuous time MDP, so that it becomes uniformisable and then apply VI. A suitable truncation or
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perturbation needs to be invariant with respect to structural properties of interest of the investigated
MDP.

The first question is whether there exists generic truncation methods that possess such an invari-
ance property. Clearly, this can never be systematically proved, since it depends on the properties
that one wishes to prove. However, one might be able to formulate recommendations as to what kind
of perturbation methods perform well, with regard to such an invariance requirement. The paper
[22] studies two competing queues with abandonments, and a problem-specific truncation is used.
Later [7] has introduced a truncation method, called smoothed rate truncation (SRT) that so far
seems to work well for problems where a simple bounded rate truncation (as in Section 3.4) does not
work. In addition, it can be used for numerical applications in bounded rate optimisation problems
(cf. Section 2.2). The SRT method has been used in a companion paper [6] for identifying conditions
under which a simple index policy is optimal in the competing queues problem with abandonments.

Consecutively, suppose that an application of the truncation method yields truncated MDPs with
optimal policies and a value function that have the properties of interest. For instance, the above
mentioned application of SRT to the competing queues example with abandoning customers yields
optimality of an index policy for each truncated MDP. However, these properties still have to be
shown to apply to the original non-truncated problem. Thus, convergence results are required that
yield continuity of the optimal policy and value function in the truncation parameter, in order to
deduce the desired results for the non-truncated MDP from the truncated ones.

A second question therefore is as to what kind of easily verifiable conditions on the input pa-
rameters of the perturbed MDP guarantees convergence of the value function and optimal policy to
the corresponding ones of the original unperturbed MDP. In [22], the authors had to prove a sepa-
rate convergence result apart from devising a suitable truncation and prove that VI propagates the
properties of interest. Apparently, theory based on a set of generic conditions that can incorporate
convergence within the optimisation framework was lacking. This lack is precisely what has ham-
pered the analysis of the server farm model in [1], where the authors have restricted their analysis to
showing threshold optimality of a bounded rate perturbed variant of the original model. Apparently
no appropriate tools for deducing threshold optimality of the original unbounded problem from the
results for the perturbed one were available to them.

A third major problem occurs in the context of the average cost criterion. In particular, VI is not
always guaranteed to converge. This is true under weak assumptions in discounted cost problems,
however, in average cost problems there are only limited convergence results (cf. Section 2.3). One of
these requires strong drift conditions, that do not allow transience under any stationary deterministic
policy. However, often this is not a convenient requirement. One may get around this difficulty by
a vanishing discount approach, which analyses the expected average cost as a limit of expected α-
discounted costs as the discount factor tends to 0 (or 1, depending on how the discount factor is
modelled).

For a model like the competing queues model with abandonments, a multistep procedure to
obtain structural results for the average cost problem then would be as follows. First, consider the
α-discounted cost truncated problem. Structural results for the α-discounted cost non-truncated
problem follow, by taking the limit for the truncation parameter to vanish. Finally, taking the limit
of the discount factor to 0 hopefully yields the final structural results for the original continuous
time average cost problem.

For some of these steps theoretical validation has been provided for in the literature, but not for
all, and not always under conditions that are easily checked. The main focus of this chapter is to
fill some gaps in the described procedure, whilst requiring conditions that are formulated in terms
of the input parameters. Based on the obtained results, we aim to provide a systematic and feasible
approach for attacking the validation of structural properties, in the spirit of the multistep procedure
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sketched above. We hope that this multistep procedure will also be beneficial to other researchers as
a roadmap for tackling the problem of deriving structural results for problems modelled as MDPs.

We do not address the methods of propagating structures of optimal policies and value function
through the VI step. Such methods belong to the domain of ‘event based dynamic programming’,
and they have been discussed thoroughly in [33], with extensions to SRT and other rate truncations
in [11]. Furthermore, we do not include an elaborate evaluation of closely related results from the
literature. Some detailed comments has been included in this chapter, whenever we thought this
relevant. We also would like to emphasize that the derivations in this chapter are not new: we
mainly adapted earlier original proofs to fill the gaps that hampered application of the scheme we
have presented in this chapter for deriving structural properties. We have always tried to refer to
the appropriate reference containing the proof ideas that we have adapted.

Another omission in this work is the study of perturbed MDPs with the average cost criterion.
However, the conditions required for achieving the desired continuity results as a function of a
perturbation parameter are quite strong. Therefore a more recommendable approach would be the
one we have developed in this chapter, using the vanishing discount approach. As a last remark: we
generally restrict to the class of stationary policies, and not history-dependent ones. Especially the
results quoted for discrete time MDPs apply to the larger policy class. In continuous time MDPs
allowing history-dependent policies causes extra technical complications that we do not want to
address in this work.

A short overview of the chapter content is provided next. In Section 2 we discuss discrete
time, countable state MDPs, with compact action sets. First, the α-discount optimality criterion is
discussed, cf. Section 2.1. This will be the base case model, to which the MDP problems might have to
be reduced in order to investigate its structural properties. We therefore describe it quite elaborately.
In addition, we have put it into a framework that incorporates truncations or perturbations. We call
this a parametrised Markov process. Interestingly enough, ‘standard’ but quite weak drift conditions
introduced for α-discounted cost MDPs in discrete time, allowed this extension to parametrised
Markov processes, with no extra effort and restriction. It incorporates the finite state space case,
elaborated on in the seminal book [20].

In Section 2.2 we provide a discussion of SRT, as a method for numerical investigation of structural
properties of a countable state MDP. The conditions that we use are a weak drift condition on the
parametrised process, plus reasonable continuity conditions. This has been based on the work in
[34, 54] for MDPs.

In Section 2.3 we study the expected average cost criterion, whilst restricting to non-negative
cost, i.e. negative dynamic programming. This restriction allows transience, and the analysis follows
[15], in the form presented by [44]. Basically, the conditions imposed require the existence of one
‘well-behaved’ policy, and a variant of inf-compact costs. The latter ensures that optimal policies
have a guaranteed drift towards a finite set of low cost states. The contribution of these works is that
they validate the vanishing discount approach, thus allowing to analyse the discrete time average
cost problem via the discrete time α-discounted cost problem.

Then we turn to studying continuous time MDPs in Section 3. First the α-discounted cost
problem is considered. The drift conditions on parametrised discrete time Markov processes have a
natural extension to continuous time. The results listed are based on [13], but the literature contains
quite some work in the same spirit within the framework of MDPs with more general state spaces,
cf. e.g. [27, 38], and references therein. A closely related perturbation approach has been studied
in [37]. Since perturbations are incorporated in the parametrised framework, the approach allows
to study bounded jump perturbations. Indeed, optimal policies and value functions are continuous
as a function of the perturbation parameter. In this way, [13] obtains threshold optimality of the
original unbounded α-discounted cost variant of the server farm model studied in [1].
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Finally, for the expected average cost criterion, we use the natural generalisation of the discrete
time conditions. Although closely related to analyses in [27, 38] and references therein, as far as we
know this form has not appeared yet in the literature. The vanishing discount approach is validated in
the same way as was done for the discrete time MDP. This reduces the problem of studying structural
properties for average cost MDPs satisfying the proposed conditions, to analysing a continuous time
α-discounted cost MDP, for which the solution method has already been described. As a consequence,
also average cost threshold optimality for the afore mentioned server farm model from [1] follows
from α-disount optimality of a threshold policy, cf. [13].

Dispersed through the chapter are roadmaps for the validation of structural properties. These
are summarised in Section 3.4.

Notice that instead of the usual nomenclature ‘Markov chain’ for a Markov process in discrete
time, we will consistently use ‘Markov process’, whether it be a process in discrete or continuous
time. We use S as the notation for a countable state space, and Z+ = {0, 1, . . .}. The discount
factor α ∈ (0, 1) in discrete time models will mean that cost is discounted at rate 1− α, contrary to
the general use. This allowed a more direct analogy with continuous time models.

2 Discrete time Model

In order to illustrate the formal setup of a parametrised Markov process, we will first introduce a
simple example motivating the use of parametrised processes instead of restricting to MDPs.

Figure 1: Inspection/reparation centre

Example 2.1 (Server allocation). Consider the following server allocation problem, see Figure 1.
Products arrive at an inspection/repair centre according to a Poisson process with rate λ. Inspection
takes an exponentially distributed amount of time with parameter µ1. After finishing inspection in
unit 1, with probability p1 a repair at unit 2 is required, which takes an exp(µ2) distributed amount
of time, p1 ∈ (0, 1). With probability 1− p1 the product does not require any additional repair and
it leaves the center after finishing inspection.

There is only one repair man, the server, who has to be allocated to one of the two units. We
assume that idling is not allowed (no coffee breaks while there is work to do). Allocation is based
on the number of products i1 in the inspection phase unit 1, and the number of products i2 in the
repair phase unit 2. Thus the state space is S = Z2

+. The goal is to determine an allocation policy
that minisimises the overall number of products waiting for inspection and/or repair. The specific
optimisation criteria that we will study, will be discussed below.

This problem can then be modelled as a Markov decision process, for which optimal state-
dependent allocation decisions may be computed through various methods.

However, for numerical computation of the optimal cost and allocation decisions, the state space
needs to be truncated. A minimal requirement for a suitable truncation is convergence of the opti-
mal cost and allocation decision of the truncated process to the ones of the original non-truncated
process that we wish to analyse. Convergence properties are not difficult to obtain; mild conditions
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that ensure the existence of optimal policies and the convergence of suitable algorithms, also yield
continuity properties of associated truncated MDPs. Thus it makes sense to incorporate control
(which is essentially a state-dependent parameter) and truncation within one framework, which we
will call a parametrised Markov process.

Note that truncations might affect the structural properties of the optimal optimal allocation as
a function of the state, see Figure 2 in the continuation Example 2.8 of the analysis of the tandem
queue.

We will next set up the framework of parametrised Markov processes in discrete time. To this end,
let Φ be a parameter space. With each parameter φ associate S × S stochastic matrix P φ, and a
cost vector c(φ) : S → R. We denote the corresponding elements by pφ(j | i), x, y ∈ S, and cφ(i),
i ∈ S. Let f : S → R, and denote the value at j ∈ S by f(j). Then, P φf is the function with value

P φf(i) =
∑
j

pφ(j | i)f(j)

at point i ∈ S, provided the integral is well-defined. We further denote by P φi· the i-th row of P φ

φ ∈ Φ, i ∈ S.
To transition matrix P φ one can associate a Markov process on the path space Ω = S∞. Given

a distribution ν on S, the Kolmogorov consistency theorem (see e.g. [10]) provides the existence of
a probability measure Pφν on Ω, such that the canonical process {Xn}n on Ω, defined by

Xn(ω) = ωn, ω = (ω1, . . . , ωn, . . .)

is a Markov process with transition matrix P φ, and probability distribution Pφν . The corresponding

expectation operator is denoted by Eφν . We further denote P φ,(n) for the n-th iterate of P φ, where

P φ,(0) = I equals the S × S identity matrix.
We assume the following basic assumption.

Assumption 2.1. The following conditions hold:

i) φ 7→ pφ(j | i) continuous on Φ for each i, j ∈ S;

ii) φ 7→ cφ(i) is continuous on Φ for each i ∈ S.

iii) the parameter space Φ is locally compact;

To characterise MDPs in this set up, we use the following concept.

Definition 2.1. We say that {P φ, cφ}φ∈Φ has the product property with respect to Φ, if for any
φ1, φ2 ∈ Φ, i ∈ S, there exists φ ∈ Φ with

P φj· =

{
P φ

1

j· , j = i

P φ
2

j· , j 6= i
cφ(j) =

{
cφ

1
(j), j = i

cφ
2
(j), j 6= i;

(2.1)

For notational convenience we will simply say that Φ has the product property. In case the
dependence on φ is expressed in the probability or expectation operators, we write c(Xn) instead
cφ(Xn).

Thus, under the product property it is possible to ‘exchange’ the i-th rows of transition matrix
P φ

2
and cost vector cφ

2
for the i-th rows of P φ

1
, and cφ

1
respectively, φ1, φ2 ∈ Φ, without ‘leaving’

the parameter set Φ.
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Remark 2.1. An MDP is usually set up by specifying an action setA(i) in state i, and the associated
transition probabilities from x as well as the immediate cost incurred in i, per action from A(i).
Then the set of deterministic policies can be identified with A =

∏
i∈S A(i). Putting Φ := A yields

a parametrised Markov process with a parameter set Φ with the product property. This is easily
verified.

Additionally, let Π(i) be the collection of all probability distributions on A(i) for each state i ∈ S
(details are beyond the scope of this paper). The collection Π =

∏
i Π(i) of all stationary randomised

policies can be viewed as a parameter set having the product property as well. We will not consider
this explicitly, but all discussed results cover this case.

If Φ has the product property, then the parametrised Markov process is an MDP. This follows
directly by putting A(i) = Φ, i ∈ S. This point of view is not new: in [29] MDPs have been set up
as a collection of stochastic matrices with associated cost function with the product property.

Example 2.2 (Continuation of Example 2.1 Server allocation). As discussed in the above,
allocation decisions are based on the number of products in units 1 and 2. Therefore, the process
state Xn = i = (i1, i2), at time n, corresponds to i1 products being present at time n in unit 1 and
i2 in unit 2, i = (i1, i2) ∈ S. The action spaces are

A(i) =


{1, 2}, if i1, i2 > 0;
{1}, if i2 = 0;
{2}, if i1 = 0;
{0} if i1 = i2 = 0.

Put A =
∏
i∈S A(i). Then, δ ∈ A is a state-dependent server allocation rule, where δ(i) ∈ {1, 2} is

the allocation of the server to unit δ(i), when the system state is i.
For this model, we consider truncations that consist of ‘deleting’ the transitions leading from

states inside rectangles of the form R(N1, N2) = {(i1, i2) ∈ Z+ | i1 ≤ N1, i2 ≤ M2} out of the same
rectangle, N1, N2 = 1, 2, . . .. Put

Φ = {φ |φ = (N1, N2, δ) |N1, N2 ∈ Z+ ∪ {∞}, δ ∈ A}.

The transition probabilities associated with each parameter are obtained by uniformisation, where we
scale λ+µ1 +µ2 = 1. Simultaneous events cannot take place within a time-slot after this procedure,
since the discrete time process described is an embedded jump process where the jump rates have
been uniformised over states and potential decisions. For φ = (N,M, δ) this leads to:

pφ(j | i) =



λ j = (i1 + 1, i2), i1 6= N1

p1µ1 j = (i1 − 1, i2 + 1), i1 > 0, i2 6= N2, δ(i) = 1,
(1− p1)µ1 j = (i1 − 1, i2), i1 > 0, δ(i) = 1
µ2 j = (i1, i2 − 1), i2 > 0, δ(i) = 2

1−
∑
j′ 6=i

pφ(j′ | i) j = i.

In order that the truncated process lives on all of S, we have not interfered with the transition
probabilities outside the rectangle R(N1, N − 2). Note that R(N1,M2) is a finite and closed set,
which is reached under any allocation rule with probability 1. We would like to point out that
the allocation action sets are not affected by the truncation parameter in this model. In a similar
manner, other truncations can be incorporated in the parametrised setting as well.

The cost vector considered here is

cφ(i) = i1 + i2, φ ∈ Φ,
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as the quality of the process is judged by the overall number of products in the two units.
Fixing the truncation parameter (N1, N2) leads to the parameter set

ΦN1,N2 = {φ ∈ Φ |φ = (N1, N2, δ), δ ∈ A} = {(N1, N2)} ×
∏
i∈S
A(i).

ΦN1,N2 corresponds to the collection of deterministic server allocations for the (N1, N2)-truncated
process, and it has the product property. Thus, it is an MDP. Parameter set Φ∞,∞ corresponds to
the set of stationary, deterministic policies for the ‘original’ non-truncated MDP.

Clearly, Φ is not a product set, essentially because the truncation parameter can not be state-
dependently chosen. To see this, let φ1 = (N1, N2, δ) and φ2 = (N ′1, N

′
2, δ
′), with (N ′1, N

′
2) 6= (N1, N2).

There is no state i for which there exists φ ∈ Φ with property (2.1).
Finally, the verification of Assumption 2.1 is trivial. Note further that A(i) is compact (in the

discrete topology). Also, Z+ ∪ {∞} is compact in the one-point compactification, based on the
discrete topology. By Tychonov’s theorem, the infinite product of compact spaces is compact in the
product topology, and so Φ is compact.

Since convergence in the product topology is the topology of pointwise convergence, the desired
continuity properties then immediately follow.

Next we define the various performance measures and optimality criteria that we will study.
Lateron we will provide conditions under which these are well-defined, and optimal polices exist.

For 0 < α < 1, define the expected total α-discounted cost value function V φ
α under parameter

φ ∈ Φ by

V φ
α (i) = Eφi

[ ∞∑
n=0

(1− α)nc(Xn)
]
, i ∈ S. (2.2)

Notice that the discount factor is taken to be 1−α to allow for a more direct analogy to the continuous
time case.

Next suppose that Φ has the product property. Define the minimum expected total α-discounted
cost V ∗α in Φ by

V ∗α (i) = inf
φ∈Φ

V φ
α (i), i ∈ S.

If for some φ ∈ Φ it holds that V φ
α = V ∗α , then φ is said to be an α-discount optimal policy (in Φ).

The expected average cost gφ under parameter φ ∈ Φ is given by

gφ(i) = lim sup
N→∞

1

N + 1
Eφi

[ N∑
n=0

c(Xn)
]
, i ∈ S.

If Φ has the product property, the minimum expected average cost (w.r.t. Φ) is defined as

g∗(i) = inf
φ∈Φ

gφ(i), i ∈ S.

If for φ ∈ Φ it holds that gφ = g∗, then φ is called an average optimal policy (in Φ).
A stronger notion of optimality, called Blackwell optimality, applies more often than is generally

noted. We define it next (see also [17]).
Let Φ have the product property. The policy φ∗ ∈ Φ is Blackwell optimal in Φ, if for any i ∈ S,

φ ∈ Φ, there exists α(i, φ) > 0, such that V φ∗
α (i) ≤ V φ

α (i) for α < α(i, φ). Additionally, φ∗ is strongly
Blackwell optimal, if infi∈S,φ∈Φ α(i, φ) > 0.

The restriction to a product set in the above optimality criteria is due to the fact that these
criteria typically involve per state minimisations. Without the product property, the existence of a
parameter that is a minimiser for all states simultaneously would be a mere coincidence.
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2.1 Discounted cost

To determine the discounted cost Vα, an important instrument is the (discrete time) -discount opti-
mality equation (DDOE)

u(i) = inf
φ∈Φ

{
cφ(i) + (1− α)

∑
j∈S

pφ(j | i)uj
}
, i ∈ S, (2.3)

w.r.t. to a parameter set Φ with the product property. In this subsection we show that mild
conditions guarantee the existence of a unique solution to this equation in a certain space of functions.
Moreover, the inf is a min, and a minimising policy in (2.3) is optimal in Φ (and even optimal within
the larger set of randomised and non-stationary policies generated by Φ).

The condition used here has been taken from [34, 54].

Definition 2.2. Let γ ∈ R. The function M : S → (0,∞) is called a (γ,Φ)-drift function if
P φM ≤ γM for all φ ∈ Φ. Note that ‘≤’ stands for component-wise ordering.

Definition 2.3. The Banach space of M -bounded functions on S is denoted by `∞(S,M). This
means that f ∈ `∞(S,M) if and only if f : S → R and

||f ||M = sup
i∈S

|f(i)|
M(i)

<∞.

Assumption 2.2 (α). i) There exist a constant γ < 1/(1 − α) and a function M : S → (0,∞)
such that M is (γ,Φ)-drift function and that φ 7→ P φM is component-wise continuous;

ii) bM := supφ ||cφ||M <∞.

The above assumption allows to rewrite (2.2) as

V φ
α =

∞∑
n=0

(1− α)nP φ,(n)cφ.

The following lemma is quite straightforward to prove. For completeness we give the details.

Lemma 2.4. Suppose that the Assumptions 2.1 and 2.2 (α) hold, then φ 7→ V φ
α is component-wise

continuous and V φ
α is the unique solution in `∞(S,M) to

u = cφ + (1− α)P φu. (2.4)

Proof. First notice that V φ
α ∈ `∞(S,M), since

|V φ
α | = |

∞∑
n=0

(1− α)nP φ,(n)cφ| ≤
∞∑
n=0

(1− α)nP φ,(n)bM ·M

≤
∞∑
n=0

(1− α)nγnbM ·M =
bM

1− (1− α)γ
M.

Next, V φ
α is a solution to Eq. (2.4), since

(1− α)P φV φ
α = (1− α)P φ

∞∑
n=0

(1− α)nP φ,(n)cφ

=
∞∑
n=1

(1− α)nP φ,(n)cφ = V φ
α − cφ.
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Let f = (f(i))i ∈ `∞(S,M) be any solution to Eq. (2.4), then

V φ
α (i)− f(i) = (1− α)

∑
j

pφ(j | i)V φ
α (j)− f(j))

= (1− α)n
∑
j

pφ,(n)(j | i)(V φ
α (j)− f(j)).

Hence,

|V φ
α (i)− f(i)| ≤ (1− α)n

∑
j

pφ,(n)(j | i)|V φ
α (j)− f(j)|

≤ (1− α)nP φ,(n)(φ)M(j) ·
( bM

1− (1− α)γ
+ ||f ||M

)
≤ (1− α)nγnM(i) ·

( bM
1− (1− α)γ

+ ||f ||M
)
→ 0, n→∞.

This implies f = V φ
α , hence V φ

α is the unique solution to Eq. (2.4) in `∞(S,M).

Finally, to show that φ 7→ V φ
α (i), i ∈ S, is continuous, notice that by assumption φ 7→ P φM

is component-wise continuous. It follows that φ 7→ P φ,(n)M component-wise continuous. Since
P φ,(n)M ≤ γnM , the dominated convergence theorem yields that φ 7→

∑∞
n=0(1− α)nP φ,(n)M <∞

is component-wise continuous. Furthermore, since φ 7→ cφ is component-wise continuous and |cφ| ≤
bM ·M , an application of the generalised dominated convergence theorem ([41, Proposition 11.18])

implies component-wise continuity of φ 7→
∑∞

n=0(1− α)nP φ,(n)cφ = V φ
α .

The following theorem is a well-known result by Wessels [54].

Theorem 2.5 (cf. Wessels [54]). Suppose that Φ is a compact set with the product property, and
suppose that Assumptions 2.1 and 2.2 (α) hold. Then V ∗α is finite and the unique solution in `∞(S,M)
to the discount optimality equation (DDOE) (2.3) w.r.t. Φ.

Moreover, the infimum is attained as a minimum. For any φ∗ ∈ Φ, for which φ∗ achieves the
minimum in Eq. (2.3) for all i ∈ S, it holds that V φ∗

α = V ∗α and φ∗ is (α-discount) optimal in Φ.

The versatile applicability of (γ,Φ)-drift functions is illustrated in [6, 14], and the examples
below. First note for the bounded cost case, that the function M ≡ 1 is an appropriate function
satisfying Assumption 2.2(α).

We give two examples, one without and the second with truncation.

Example 2.3 (Quality of service). Consider a discrete time single server queue, where the prob-
ability of an arrival in the next time slot is p ∈ (0, 1). The system state represents the number
of customers in the system, hence, the state space is S = {0, 1, . . .}. The probability of a service
completion in the next time slot is subject to control, and can be chosen from the set [µl, µh] ⊂ [0, 1],
depending on the system state.

The system manager incurs a holding cost h per unit time, per customer in the system. Further-
more, operating the system with service completion probability µ ∈ [µl, µh] ⊂ [0, 1] induces cost c(µ)
per unit time, where µ 7→ c(µ) is a continuous, increasing function. The objective is to select the
service probability per state so as to minimise the overall cost: selecting a high service probability
induces a larger decrease of the number of customers in the system and hence of the total holding
cost per unit time. On the other hand, the service quality cost is also higher when operating at a
high service level. Thus, the two types of cost should be balanced in an optimal service probability
assignment rule.

10



We assume that arrivals and service completions occur independently of each other. As a conse-
quence, a simultaneous arrival and service completion may occur within one time-slot.

The per state control is the selection of a service completion probability, provided the system
state does not equal 0. Therefore, put Φ = A, where A(i) = [µl, µh], i 6= 0, A(0) = {0}, and
A =

∏
iA(i). To any fixed parameter φ = (µ0 = 0, µ1, µ2, . . . ), one may associate a Markov process,

representing the system state at any time t, with transition probabilities given by

pφ(j | i) =


p(1− µi), j = i+ 1
(1− p)µi, j = (i− 1)1{x 6=0}
1− p− µi + 2pµi, j = i.

The corresponding cost vector is given by

cφ(i) = c(µi) + hi,

and cφ(0) = 0. Assumption 2.1 is directly verified.
As an appropriate (γ,Φ)-drift function, we may choose M(i) = eεi, with ε > 0 to be determined

below: ∑
j

pφ(j | i)eεj = (1− p)µieε(i−1) + (1− (1− p)µi − p(1− φi))eεi

+p(1− µi)eε(i−1)

= eεi
(

1 + p(1− µi)(eε − 1) + (1− p)µi(1− e−ε)
)

≤ eεi
(
1 + p(eε − 1)

)
.

For ε = 0, the coefficient of eεi in the above equals 1. Since 1/(1− α) > 1, one can always choose ε
small enough so that

γ := 1 + p(eε − 1) <
1

1− α
.

As a consequence, Assumption 2.2(α),(i) is satisfied.
We check Assumption 2.2(α),(ii):

bM := sup
φ∈Φ

sup
i

|cφ(i)|
M(i)

≤ sup
i

c(µh) + hi

M(i)
<∞. (2.5)

The example shows, that the existence of a (γ,Φ)-drift function does not impose any restrictions on
the class structure of the associated Markov processes and transience is allowed as well. Moreover, it
is often a good and simply checked choice to take V exponential. Since generally cost structures are
linear or quadratic as a function of state, they are dominated by exponential functions. Thus, they
fit in the framework discussed here. We are not aware of a specific interpretation of the function M .

Example 2.4 (Continuation of Examples 2.1, and 2.2 Server allocation). The formal de-
scription of the model has been provided in Example 2.2. As in the previous example, it is straight-
forward to check that for each α > 0, one can determine εi1 and εi2 > 0, such that

M(i) = eεi1 i1+εi2 i2 , i ∈ S, (2.6)

is a (γ,Φ)-drift function for γ < 1/(1 − α). Since cφ is a linear function of the state, and M is
exponential, also (2.5) is satisfied. This implies that Assumption 2.2 (α) is satisfied.

11



The verification of Assumption 2.1 is direct, since the support of the transition probabilities is
finite, and elementwise continuity has been checked in Example 2.2. Hence, the results of Theorem 2.5
apply for ΦN1,N2 , that is for the MDP with the fixed truncation parameter (N1,M1). Furthermore,
the results of Lemma 2.4 hold. Thus, denoting the α-discount optimal value function w.r.t. ΦN1,N2

by V
∗,(N1,N2)
α , and the optimal policy by (N1, N2, δ

∗
N1,N2

), it holds that V
∗,(N1,N2)
α → V

∗,(∞,∞)
α ,

N1, N2 → ∞ and any limit point of the sequence (N1, N2, δ
∗
N1,N2

) is α-discount optimal in Φ∞,∞.
Hence, it is α-discount optimal for the non-truncated MDP.

Value Iteration A very important algorithm to approximate Vα is the value iteration algorithm
(VI), originally due to Bellman [5]. Here we assume that Φ has the product property.

Algorithm 1 VI for an α-discounted cost ε-optimal policy

1. Select Vα,0 ∈ `∞(S,M), specify ε > 0, set n = 0.

2. For each i ∈ S, compute Vα,n+1(i) by

Vα,n+1(i) = min
φ∈Φ

{
cφ(i) + (1− α)

∑
j∈S

pφ(j | i)Vα,n(j)
}
, (2.7)

and let
φn+1 ∈ arg min

φ∈Φ
{cφ + (1− α)

∑
j∈S

P φVα,n}.

3. If

||Vα,n+1 − Vα,n||V ≤
1− (1− α)γ

2(1− α)γ
ε,

then put V ε := Vα,n+1, φε := φn+1, stop. Otherwise increment n by 1 and return to step 2.

Theorem 2.6 (cf. [54], [39, Theorem 6.3.1]). Suppose that Φ is a compact set with the product
property, and suppose that Assumptions 2.1 and 2.2 (α) hold. Let Vα,0 ∈ `∞(S,M) and ε > 0. Let
{Vα,n}n∈N satisfy Eq. (2.7) for n ≥ 1. Then the following hold.

i) limn→∞ ||V ∗α − Vα,n||M = 0, in particular,

||V ∗α − Vα,n||M ≤ 1

1− (1− α)γ
||Vα,n+1 − Vα,n||M

≤ (1− α)nγn

1− (1− α)γ
||Vα,1 − Vα,0||M .

Any limit point of the sequence {φn}n is an α-discount optimal policy (in Φ).

ii) V ε = Vα,n+1 is an ε/2-approximation of V ∗α , in other words, ||V ∗α − Vα,n+1||M ≤ ε
2 .

iii) φε = φn+1 is an ε-optimal policy, in other words, ||V ∗α − V
φε
α ||M ≤ ε.

Proof. The proof of Theorem 2.6 (i) is straightforward using that

V ∗α − Vα,n = lim
m→∞

m∑
k=n

(Vα,k+1 − Vα,k).
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The bounds in (ii,iii) are given somewhat implicit in [54]. Their derivation is completely analogous to
the derivation of the bounds of e.g. [39, Theorem 6.3.1] for the bounded reward case, with λ replaced
by (1− α)γ.

Example 2.5 (Continuation of Examples 2.1, 2.2, and 2.4 Server allocation). For each
truncation parameter (N1, N2), the corresponding parameter set is compact. Since the assumptions
of Theorem 2.6 are satisfied (cf. Example 2.4), VI converges for any fixed truncation parameter
(N1, N2).

Remark 2.2. The reader may wish to point out that a solution to the α-DDOE yielding an α-
discount deterministic policy exists without any further conditions in the case of non-negative cost
(negative dynamic programming, cf. [48]) and a finite action space per state. Also VI converges
provided v0 ≡ 0, although no convergence bounds can be provided. If the action space is compact,
additional continuity and inf-compactness (cf. [24, Corollary 5.7]) properties are necessary for the
existence of a stationary deterministic policy attaining the minimum in the α-DDOE. It is not clear
to us how these conditions could be extended in order to include parametrised Markov processes.

Notice further, that, unfortunately, in general there is no unique solution to the α-DDOE (cf.
[24], [44, Section 4.2]). Using norm conditions as in this chapter, allows to identify the value function
as the unique one in the Banach space of functions bounded by M (cf. Theorem 2.5). In the non-
negative cost case, the value function is the minimum solution to the α-DDOE (see [44, Theorem
4.1.4]).

In case of a finite state space, VI can be numerically implemented. In the case of a countable
space, its use is restricted to the derivation of structural properties of the value function and α-
discount optimal policy. Structural properties such as non-decreasingness, convexity, etc. can be
used to show for instance that a threshold policy or an index policy is optimal. The existence of
an optimal policy with desired properties can be directly derived from the structure of the value
function V ∗α in combination with the α-DDOE. Alternatively, this can be deduced from the fact that
each φn having the desired properties implies that any limit point has.

We summarise the procedure via a roadmap.

Roadmap to structural properties Below we formulate a scheme for deriving the structure
of an optimal policy and value function, if the optimisation criterion is to minimise the expected
α-discounted cost. Let Φ = A be the (product) set of all stationary, deterministic policies.

Roadmap for α-discounted cost MDPs in discrete time

1. Check the conditions of Theorem 2.5.
If satisfied then:

• perform VI Algorithm 1, and check iteratively that the structural properties of interest
hold.

2. If not satisfied, or if no structural properties can be iteratively concluded, then:

• the outcome is inconclusive.

A main reference on the propagation of structural properties through the VI induction step
Eq. (2.7) is [33]. The technique discussed in this monograph is called event based dynamic program-
ming, and it presents a systematic framework of propagations of the desired structural properties for
operators that represent events. We have developed new operators in [7, 14, 12], for special pertur-
bations or truncations that tend to leave the structural properties of optimal policies in the original

13



model intact. Below we present an example. A further application to MDPs with unbounded jump
rates will be discussed in Section 3.4.

2.2 Approximations/Perturbations

As indicated in the above, we will next focus our attention to parameters capturing a perturbation
of the MDP. This parameter set should parametrise the collection of deterministic policies A, as
well as a perturbation set N . This perturbation can have multiple interpretations, depending on the
context. It can be a finite state approximation, or it can represent some uncertainty in the input
parameters. Put Φ = N ×A. As has been illustrated in Example 2.2, Φ need not have the product
property. However, fixing the perturbation parameter at N ∈ N , the associated set of parameters

{N} × A generally does. Denote by V
∗,(N)
α the optimal α-discount value function with respect to

parameter set N ×A, i.o.w. the optimal α-discount value function for the N -perturbation.
The following continuity result follows directly from Lemma 2.4.

Corollary 2.7 (to Lemma 2.4 and Theorem 2.5)). Suppose that Φ = N × A, where {N} × A has
the product property for any N ∈ N , and that Assumptions 2.1, and 2.2 (α) hold. Then,

i) limN→N0 V
∗,(N)
α = V

∗,(N0)
α , where V

∗,(N)
α is the unique solution of the DDOE (2.3) in `∞(S,M)

with respect to {N} × A, N ∈ N ;

ii) for φ∗(N) = {N, δ∗(N))} α-discount optimal in {N} × A, it holds that any limit point of the
sequence {φ∗(N)}N→N0 is α-discount optimal in {N0} × A.

Without the existence of a (γ,Φ)-drift function bounding the one-step cost uniformly in the
parameter, the above convergence result may fail to hold.

Example 2.6. (cf. [44, Example 4.6.1]) Let the parameter set Φ = {3, . . .} ∪ {∞}, S = {0, 1, . . .}.
In this case, there is only a perturbation parameter that we denote by N ∈ Φ (and no control).

The transition probabilities are as follows.

p∞(j | i) =
1

2
j ∈ {0, i+ 1},

and for N <∞

pN (j | i) =



1
2 , i 6= N − 1, N, j = 0
1
2 −

1
N , i 6= N − 1, N, j = i+ 1

1
N , x 6= N, j = N

1− 1
N , i = N − 1, j = 0

1, x = y = N.

Further let α > 1
2 and define cN (i) = i2 for N ≤ ∞. The calculations in [44, Example 4.6.1] show

that V
(∞)
α (0) < limN→∞ V

(N)
α (0) =∞. It is simply checked that any (γ,Φ)-drift function M can at

most be linear. Indeed for 3 ≤ N <∞, it must hold that

1

2
M(0) +

(1

2
− 1

N

)
M(2) +

1

N
M(N) ≤ γM(1),

leading to the requirement that M(N) ≤ NγM(1), hence supN,i
cN (i)
M(i) =∞.
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Literature related to Corollary 2.7 can be found in [39, Section 6.10.2], [44, Section 4.6] and
[37]. The first two papers consider finite space truncations. The first reference further assumes the
existence of a (γ,Φ)-drift function without continuity, but with an additional tail condition and a
prescribed truncation method. These conditions are implied by ours.

The second reference [44, Section 4.6] considers minimisation of non-negative costs, as well as a
finite action space per state. The truncation method developed is called the ‘approximating sequence’
method. If there is a uniform bound on the costs, no assumptions have to be made, other than that
the truncation is a finite state truncation, that the decision sets are independent of the truncation,
and that the transition probabilities are continuous in the truncation parameter. If the costs are
allowed to be unbounded as a function of state, then conditions on the truncation method have to
be made.

Finally, the paper that is closest related to the setup presented in the present paper is [37]. The
analogous statement to Corollary 2.7 is [37, Theorem 3.1]. The conditions imposed are basically
the same as the ones presented here, though (slightly) more restrictive (cf. [13, Remark 5.2]).
Additionally, the approach in [37] is not a parametrised one, but focusses on perturbations of MDPs.

The issue of error bounds is not addressed in these works. An interesting reference on perturba-
tions of Markov processes with error bounds is [52].

Example 2.7 (Continuation of Example 2.6). The above example is a case where neither the
conditions on convergence of the approximating sequence method from [44] are met, nor the ones
presented in this paper.

However, the conditions in the approximating sequence method of [44] are not even fulfilled, if we
change the cost function to cN (i) = i for allN ≤ ∞, i ∈ S. On the other hand, the functionM defined
by M(i) = i, i ∈ S, is a (γ,Φ)-drift function, for which the conditions of Corollary 2.7 are trivially
met. Hence, the set-up in this paper can be applied and we find that limN→∞ V

N
α (0) = V∞α (0) <∞.

Type of perturbations Although any perturbation satisfying the conditions of Corollary 2.7
yields (component-wise) continuity of the value function as a function the perturbation parameter,
not any perturbation is desirable in terms of structural properties.

To explain this, we consider again the server allocation Example 2.1, 2.2, 2.4 and 2.5.

Example 2.8 (Continuation of Examples 2.1, 2.2, 2.4, and 2.5 Server allocation). Assume
that (1 − p1)µ1 > µ2, and fix the truncation parameter at N1 = N2 = ∞, i.o.w., we consider the
unperturbed MDP with parameter space Φ∞,∞ = {(∞,∞)} ×

∏
iA(i).

By using VI, event based dynamic programming yields that allocating the server to unit 1, when
non-empty, is α-discount optimal (cf. [12, Chapter 6]):

δ∗(i) =


1, i1 6= 0
2, i1 = 0, i2 6= 0
0, i1 = i2 = 0.

(2.8)

Thus, φ∗ = (∞,∞, δ∗) is α-discount optimal in Φ∞,∞. Indeed, allocation to unit 1 gives a larger
cost reduction per unit time due to customer service completions than allocating to unit 2. Thus,
noticing that the cost rate per unit time and per server unit are equal to 1, this allocation policy is
a generalised cµ-rule. Let us refer to this policy as AP1 (allocation to unit 1 policy). Since this is
true for any 0 < α < 1, AP1 is strongly Blackwell optimal.

As has been deduced in Example 2.4, for any truncation parameter (N1, N2), there exists a
(stationary, deterministic) optimal policy (N1, N2, δ

∗
N1,N2

) in ΦN1,N2 and any limit point of the se-
quence (N1, N2, δ

∗
N1,N2

), N1, N2 →∞ is optimal in Φ∞,∞. Now, we choose the following parameters
λ = 1/9.84, µ1 = 8.56/9.84, µ2 = 0.28/9.84, p1 = 0.22.
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Setting N = M = 300 leads to the optimal policy in the rectangle shown in the picture below.

Figure 2: Standard Truncation with N1 = N2 = 300: optimal allocation to unit 2 in blue states

This optimal policy is very far from being the index policy AP1, although the truncation size
seems large enough to exhibit an optimal policy that is ‘closer’ to AP1. One starts to wonder what
the effect of such a straightforward truncation has been on numerical approximations of other models
studied in the literature.

The question is, whether there is a generic truncation method that does not have this defect.

Smoothed Rate Truncation (SRT) SRT is a perturbation introduced in [7], where ‘outward
bound’ probabilities are linearly decreased as a function of state. This creates a perturbed MDP
with a finite closed class under any policy. The idea is best illustrated by specifying possible SRTs
for the above example. The experience with SRT so far is that it leaves the structure of an optimal
policy intact (cf. [7, 6]). On the other hand, since it perturbs transition probabilities from all states
in the finite closed class, the value function itself seems better approximated by a straightforward
cut-off, such as the one as described above.

Example 2.9 (Continuation of Examples 2.1, 2.2, 2.4, 2.5 and 2.8 Server allocation).
One can apply SRT as follows. Let Φ be the parameter set from Example 2.2. For φ ∈ Φ with
φ = (N1, N2, δ) we now define

pφ(j | i) =



λ(1− i1/N1)+ j = (i1 + 1, i2)

p1µ1

(
1− x2/N2

)+
j = (i1 − 1, i2 + 1), x1 > 0, δ(i) = 1

(1− p1)µ1+
1{i2≤N2}p1µ · i2/N2 j = (i1 − 1, i2), x1 > 0, δ(i) = 1

µ2 j = (i1, i2 − 1), i2 > 0, δ(i) = 2

1−
∑
w 6=i

pφ(j | i) j = i.

Again, the function M from (2.6) is a (γ,Φ)-drift function for some γ > 0, satisfying Assumptions 2.1
and 2.2(α).

The following picture illustrates the numerical results with N1 = N2 = 35. This confirms the
results in [7, 6], suggesting that SRT allows to obtain information on the structure of an optimal
policy for an infinite state MDP. Notice, that smoothly truncating at size N = M = 35 seems far
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more restrictive than truncating at N1 = N2 = 300 as in Example 2.8. However, the optimal policy
is AP1, which is optimal for the non-truncated MDP.

Figure 3: Smoothed Rate Trunction with N1 = N2 = 35: optimal allocation to unit 2 in blue states

Numerical results show that AP1 is optimal in both the truncated and the non-truncated MDPs.
We have not proven this result for the rectangular SRT, but we did so for another SRT (cf. [12,
Chapter 6]) that is not based on a rectangle but on a triangle. The SRT is as follows. Put

Φ = {φ |φ = (N, δ) |N ∈ Z+ ∪ {∞}, δ ∈ D}.

Fix N . Then we put

p(N,δ)(j | i) =



λ(1− (i1 + i2)/N)+, j = (i1 + 1, i2)

p1µ1 i1 > 0, j = (i1 − 1, i2 + 1), δ(i) = 1
(1− p1)µ1 i1 > 0, y = (i1 − 1, i2), δ(i) = 1
µ2 x2 > 0, y = (i1, i2 − 1), δ(i) = 2

1−
∑
w 6=i

p(N,δ)(w | i) j = i.

Using a triangular truncation requires less events to be truncated and so the proofs are simpler. This
illustrates that smooth truncations are not uniquely defined, but different choices may be possible.

2.3 Average cost

Establishing a framework for the average cost optimality criterion is more difficult than for the
discounted cost case. There are several cautionary examples in the literature highlighting the com-
plications. In our opinion, the most intricate one is the Fisher-Ross example [25]. In this example,
all action spaces are finite, the Markov process associated with any stationary deterministic policy
is irreducible and has a stationary distribution. However, there is an optimal non-stationary policy,
but no stationary, deterministic one is optimal.

In this chapter we provide conditions under which there exists a stationary average optimal policy
satisfying the average cost optimality equation. The proof requires the vanishing discount approach.
Our focus in this paper are non-negative cost functions, the analysis of which does not require a
heavy drift condition that imposes positive recurrence of the Markov process associated with any
parameter. However, below, we do touch upon benefits of using the heavier conditions.
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The conditions that we will focus on, are based on the work of Borkar [15], in the form discussed
in [44]. They resemble the conditions from the earlier work in [53]. They imply conditions developed
by Sennott in [42], requiring (i) lower-bounded direct cost; (ii) the existence of a finite α-discounted
value function, (iii) the existence of a constant L and a function h : S → R, such that −L ≤
V ∗α (i) − V ∗α (z) ≤ h(i), i ∈ S, for some state z, and all α sufficiently small, and (iv) there exists
φ, such that

∑
j p

φ(j | i)h(j) < ∞. Under these conditions Sennott [42] proves the statement in
Theorem 2.8 below, with equality in (2.9) replaced by inequality, and without property (3) from
Theorem 2.8. It is appropriate to point out that the approach initiated in [42] was based on a
bounded cost average optimality result in [40].

The following definitions are useful. Define τz := min{n ≥ 1 |Xn = z} to denote the first entrance

time of z ∈ S. Let µφz (i) = Eφi
[
τz
]

and Cφz (i) = Eφi
[∑τz

n=0 c(Xn)
]
. One may replace a single state z

by a set, and the analogous definitions prevail.

Assumption 2.3. Suppose that Φ has the product property. The following holds.

i) Non-negative cost rates: cφ(i) ≥ 0 for all i ∈ S, φ ∈ Φ.

ii) There exist z ∈ S and φ0 ∈ Φ such that µφ0z (i), Cφ0z (i) <∞ for all i ∈ S. Note that this implies
that gφ0(i) is independent of i ∈ S and hence we write gφ0 = gφ0(i), for all i ∈ S.

iii) There exists ε > 0 such that D = {i ∈ S | cφ(i) ≤ gφ0 + ε for some φ ∈ Φ} is a finite set.

iv) For all i ∈ D, there exists φi ∈ Φ such that µφ
i

i (z), Cφ
i

i (z) <∞.

Notice, that by virtue of Assumption 2.3, the Markov process operated under parameter φ0 has
one positive recurrent class containing z, with finite expected average cost g(φ0). The expected time
and total expected cost incurred until reaching that class are finite, for any initial state.

Theorem 2.8. Suppose that Φ is a compact set with the product property, and that Assumptions 2.1,
2.2 (α), and 2.3 hold, for all α ∈ (0, 1). Then the following holds.

i) There exists a solution tuple (g∗, H∗), g∗ ∈ R+, H∗ : S 7→ R, to the average cost optimality
equation (DAOE)

g + u(i) = min
φ∈Φ

{
cφ(i) +

∑
j∈S

pφ(j | i)u(j)
}
, (2.9)

with the properties that

(1) g∗ = g∗ is the minimum expected average cost (in Φ),

(2) any φ∗ ∈ Φ with

φ∗ ∈ arg min
φ∈Φ

{
cφ + P φH∗

}
,

is (average cost) optimal in Φ and

(3) there exists i∗ ∈ D with H∗(i∗) = infiH
∗(i).

ii) Let i0 ∈ S. Any sequence {αn}n with limn αn = 0, has a subsequence, again denoted {αn}n,
along which the following limits exist:

H ′(i) = lim
n→∞

(
V ∗αn(i)− V ∗αn(i0)

)
, i ∈ S,

g′ = lim
n→∞

αnV
∗
αn(i), i ∈ S

φ′ = lim
n→∞

φαn ,
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with φαn αn-discount optimal in Φ. Any such tuple (g′, H ′) is a solution to Eq. (2.9) with the
properties (1), (2) and (3), so that g′ = g∗. Moreover, φ′ takes minimising actions in Eq. (2.9)
for g = g′ and u = H ′.

Theorem 2.8 is a slight extension from [44, Theorem 7.5.6], where the action space is assumed to
be finite. Although the various proof parts are scattered over [44, Chapter 7], we will merely indicate
the necessary adjustments to allow for the compact parameter case. We would like to note that we
use a completely analogous reasoning in the proof of Theorem 3.5, which contains all further details.

Proof. A close examination of the proof of [44, Theorem 7.5.6] shows that the assumption of a finite
action space is not necessary. The proof can be adjusted in such a way that the statement holds
for a compact action space as well. We briefly discuss the adjustments below. The existence of the
limits along a sequence {αn}n, αn ↓ 0, n→∞, in assertion ii) is a direct result of Sennott [44].

Obtaining the average cost optimality inequality (DAOI) for a limit point of α-discount optimal
policies, as α→ 0, can be achieved by virtue of Fatou’s lemma. This policy is shown to be optimal.

Further, one needs to show explicitly that there exists a policy realising the infimum of Eq. (2.9).
Since the limit policy satisfies the DAOI, a similar reasoning as in the (very ingenious) proof of
Sennott [44, Theorem 7.4.3] yields that this policy satisfies the DAOE as well. In fact, any policy
satisfying the DAOI also satisfies the DAOE. It can then be shown by contradiction that this limit
policy must attain the infimum. As a consequence, the limit tuple (g′, H ′) from (ii) is a solution to
Eq. (2.9). The rest directly follows from the proof of the afore mentioned theorem in [44].

Remark 2.3. In the literature the formulation of statements similar to Theorem 2.8 on the DAOE
may sometimes have a misleading character. This may occur when the existence of a solution to
Eq. (2.9) is stated first, and a subsequent claim is made that any minimising policy in Eq. (2.9) is
average cost optimal. Strictly speaking, this may not be true. Examples 2.12 and 2.13 below, at the
end of this section, illustrate that other ‘wrong’ solutions may exist. Unfortunately, Assumption 2.3
does not admit tools to select the ‘right’ solution among the set of all solutions. Thus, under
Assumption 2.3 a solution to the DAOE should always be obtained via the vanishing discount
approach, as in Theorem 2.8 (ii).

The next issue to be discussed is how to verify Assumption 2.3 (ii) and Assumption 2.3 (iv). This
can be inferred from the following Lyapunov function criterion, which is related to [30, Lemma 3.1].

Lemma 2.9. Let φ ∈ Φ. Suppose that the Markov process with transition matrix P φ has one closed
class of states plus possibly transient states. Assume the existence of functions f, k : S → (0,∞), a
constant K and a finite set D ⊂ S with

i) f(i) ≥ max{1, cφ(i)}, i ∈ S \D;

ii) f(i) +
∑

j p
φ(j | i)k(j) ≤ k(i) + 1{D}(i) ·K, i ∈ S.

Then the closed class is positive recurrent, and in particular there is a constant κ such that

a) µφD(i), CφD(i) ≤ κ · k(i), i ∈ S;

b) µφi0(i), Cφi0(i) <∞ for i0 ∈ D and i ∈ S.

For f ≡ 1, condition (ii) is simply Foster’s criterion for positive recurrence of an irreducible
Markov process (cf. [26]), if D consists of one state only). The above version is a generalisation
designed for MDPs (cf. [30, Lemma 3.1]). Statement (a) is proved by a simple iteration argu-
ment, statement (b) is shown by considering the embedded semi-Markov chain on the finite set M ,
analogously to the proof of [16, Lemma 5.2.3].

19



Example 2.10 (Continuation of Examples 2.1, 2.2, 2.4, 2.5, 2.8 and 2.9 Server allocation).
We consider the non-truncated problem with parameter set Φ∞,∞. In order that Theorem 2.8 be
applicable, we only need check Assumption 2.3. Assumptions 2.3 (i,iii) are clearly satisfied, and we
will check (ii,iv) by means of Lemma 2.9.

Notice, that for any parameter φ ∈ Φ∞,∞, the associated Markov process has at most one closed
class, since the empty state (0, 0) is reachable from any other state with positive probability. This
means that we have to find a parameter φ0 for which the closed class is positive recurrent, the average
expected cost is finite, and the closed class is reached in finite expected time and with finite expected
total cost. This then verifies (ii). To verify (iv), it is sufficient that the Markov process associated
with φ0 is irreducible.

Under the condition that µ2 < (1 − p1)µ1, Example 2.8 (cf. [12, Chapter 6]) evidences that
AP1 is α-discount optimal for any α ∈ (0, 1). The vanishing discount approach then suggests that
AP1 must be average cost optimal as well. It therefore seems sensible to fix φ0 as the parameter
corresponding to the AP1 policy given in (2.8), and check (ii,iv) for this parameter. We do not assume
that µ2 < (1− p1)µ1. However, we will see below, that we do have to make (other) assumptions on
the parameters in order that the Markov process associated with parameter φ0 is positive recurrent.

Put k(i) = (1 + ψ)i1(1 + θ)i2 , where ψ, θ > 0 have to be suitably chosen. Remind, that cφ0(i) =
i1 + i2 and so k has to be increasing in i, whence the requirement ψ, θ > 0. First we will check that
we can choose ψ, θ > 0

P φ0k(i) ≤ βk(i), i 6= (0, 0),

for some β < 1. This is stronger than necessary, but will be convenient lateron. By insertion, this
implies that we have to verify the existence of β < 1 such that

λ(1 + ψ) + p1µ1
1 + θ

1 + ψ
+ (1− p1)µ1

1

1 + ψ
+ µ2 ≤ β

λ(1 + ψ) + µ1 + µ2
1

1 + θ
≤ β.

(2.10)

Since there are only two different inequalities that should hold, it sufficient to choose ψ, θ > 0 in such
a way that the left-hand side of (2.10) is smaller than 1. Using that λ+ µ1 + µ2 = 1, this reduces to
the following inequalities

µ1 − λ(1 + ψ)

p1µ1
>
θ

ψ
>
λ(1 + θ)

µ2
. (2.11)

Clearly, for (2.11) to be valid, it is necessary that

µ1 > λ,
µ1 − λ
p1µ1

>
λ

µ2
. (2.12)

That µ1 > λ is necessary for positive recurrence, is clear, since otherwise the stochastic process
associated with number of products in unit 1 cannot be positive recurrent. Necessity of the second
condition for positive recurrence can be verified by a so called ‘second vectorfield’ analysis (cf. [23]).
Under the assumption that (2.12) holds, it is simply verified that ψ, θ > 0 can be chosen so that
(2.11) and therefore (2.10) applies. Indeed, choose ε1, ε2 > 0, such that

µ1 − λ(1 + ε1)

p1µ1
> ε2 >

λ(1 + ε1)

µ2
.

Then there exist ψ, θ > 0, β < 1, with ψ, θ < ε1 and θ = ψε2, such that (2.10) holds. Now, put
f(i) = i1 + i2. Then f(i) +

∑
j p

φ0(j | i)k(j) ≤ k(i), if

f(i) ≤ (1− β)k(i) = (1− β)(1 + ψ)i1(1 + θ)i2 . (2.13)
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It is straightforwardly checked that there exists a finite set D ⊂ S, such that (2.13) holds true for
i ∈ S \ D. The existence of a constant K for which condition (ii) of Lemma 2.9 holds, directly
follows.

We have arrived at the following conclusion. If (2.12) holds, then Theorem 2.8 applies, and any
limit point of α-discounted optimal policies, as α → 0, is average cost optimal. If, additionally,
µ2 < (1− p1)µ1, then AP1 is average cost optimal.

To pave the way for developing a roadmap that allows to obtain structures of average cost optimal
policies, we will shortly discuss the applicability of VI. Let us first state the algorithm. Again assume
that Φ has the product property.

Algorithm 2 VI for an expected average cost optimal policy

1. Select V0 : S → R, set n = 0.

2. For each x ∈ S, compute Vn+1(i) by

Vn+1 = min
φ∈Φ

{
cφ + P φVn

}
,

and let
φn+1 ∈ arg min

φ∈Φ
{cφ + P φVn}.

3. Increment n by 1 and return to step 2.

To our knowledge there are relatively few non-problem specific papers on the convergence of
average cost VI for countable state space MDPs, cf. [31], [43], [4], and [2], the latter of which is
based on the thesis [46]. The conditions in the first three papers are not restricted to conditions
on the input parameters. In our opinion, the easiest verifiable ones are contained in the paper [4],
involving properties of the set of policies {φn}n. In case of well-structured problems, say φn are
all equal, or have very specific structures, these conditions are easily be verifiable.1 Here, we will
restrict to the conditions from [46] and [2] that are, as far as we know, the only ones formulated
directly in terms of the input parameters of the process. The notation e stands for the function on
S identically equal to 1.

Theorem 2.10. Let Φ be a compact set with the product property. Suppose that the following drift
condition, called M -uniform geometric recurrence, holds: there exist a function M : S → [1,∞), a
finite set D ⊂ S and a constant β < 1, such that∑

j 6∈D
pφ(j | i)M(j) ≤ βM(i), i ∈ S, φ ∈ Φ.

Suppose further that the following holds as well:

• Assumption 2.1;

• supφ∈Φ ||cφ||M <∞;

• φ 7→ P φM is component-wise continuous on Φ;

1we have the impression that there is a gap in the proofs in [4]
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• the Markov process with transition matrix P φ is aperiodic and has one closed class, plus possibly
transient states, φ ∈ Φ.

Let 0 ∈ S be a selected state. Then, there is a unique solution pair (g∗, H∗) with H∗ ∈ `∞(S,M),
and H∗(0) = 0, to Eq. (2.9) with the properties from Theorem 2.8.

Furthermore, average cost VI converges, that is, limn→∞(Vn−Vn(0)e) = H∗, and any limit point
of the sequence {φn}n is average cost optimal and minimiser of the DAOE (2.9) with solution tuple
(g∗, H∗).

The V -uniform geometric recurrence condition in Theorem 2.10 has been introduced in [18], and
shown in [19] to imply the assertion in Theorem 2.10. The paper [19], see also [46], has derived an
equivalence of this condition (under extra continuity conditions) with M -uniform geometric ergod-
icity. The thesis [46] additionally shows a similar implication for bounded jump Markov decision
processes in continuous time, by uniformisation. Both properties have been extensively used both
in the case of a parameter space consisting of one element only (cf. [35] and later works), and in
the case of product parameter spaces in the context of optimal control. Together with the nega-
tive dynamic programming conditions developed by [42], the M -uniform geometric recurrence and
ergodicity, developed in [17] and [18], have become ‘standard’ conditions in many papers and books.
See for instance [28], [27], and [38], as well as references therein, for a survey and two books using
both types of conditions. A parametrised version of [19] in both discrete and continuous time is cur-
rently in preparation. The drawback of using M -geometric recurrence is its implying each associated
Markov process to have only positive recurrent closed classes. This is a major disadvantage for many
models and therefore our motivation for using Assumption 2.3. Note that customer abandonment
has a strong stabilising effect on the associated Markov processes, and then M -uniform geometric
recurrence typically may apply.

Example 2.11 (Continuation of Examples 2.1, 2.2, 2.4, 2.5, 2.8, 2.9 and 2.10 Server
allocation). As in Example 2.10, consider the parameter set Φ∞,∞, that is, the non-truncated server
allocation model. It is simply checked that the function k constructed in Example 2.10 satisfies the
uniform geometric recurrence property from Theorem 2.10 for some finite set D and constant β < 1,
provided that (2.10) holds. Thus, VI converges for the non-truncated server allocation model.

Roadmap to structural properties Below we formulate a scheme for deriving the structure
of an optimal policy and value function, if the optimisation criterion is to minimise the expected
average cost. Let Φ = A be the (product) set of all stationary, deterministic policies.

Roadmap for average cost MDPs in discrete time

1. Check the conditions of Theorem 2.10.

2. If satisfied then:

• perform VI Algorithm 2, and check iteratively that the structural properties of interest
hold.

3. If not satisfied, then check Assumptions 2.1, 2.2 (α), for all α ∈ (0, 1), and 2.3. If satisfied then:

a) perform VI Algorithm 1 for the α-discounted cost criterion, and check iteratively that the
structural properties of interest hold. If there exists α0 > 0 such that the desired structural
properties hold for all α ∈ (0, α0) then
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b) apply the vanishing discount approach by taking the limit α → 0. This is justified by
Theorem 2.8. If the limit policy is optimal for all sufficiently small values of α, then it is
both average optimal and strongly Blackwell optimal.

4. If not satisfied, or if no structural properties can be iteratively concluded, then the outcome is
inconclusive.

Note that the vanishing discount approach has the advantage of allowing a conclusion on Blackwell
optimality of the limiting policy.

Examples where the DAOE has no unique solution
Here we address the problem that constructing a solution to the DAOE does not guarantee that the
solution is related to the optimal value function and optimal average expected cost. This problem
does not arise when working in the framework of normed spaces, in the sense that a solution in the
space is the ‘right’ one.

Example 2.12. Consider a simple random walk on the state space S = Z without any control.
Thus Φ consists of one element φ, say φ = 1. The transition mechanism is given by

p1(j | i) =

{
λ, j = i+ 1
µ, j = i− 1,

where λ < µ and λ + µ = 1. The cost in state i 6= 0 is equal to c1(i) = 1, and c1(0) = 0. This is
a transient Markov process, and hence it does not satisfy Assumption 2.3. However, it does satisfy
the assumptions of [42], implying the assertion of Theorem 2.8 to hold.

This implies that the vanishing discount approach yields solution tuple (g,H) of (2.9), with g = 1
and

H(i) =

{
1−(µ/λ)i

µ−λ , i < 0

0, i ≥ 0,

if i0 = 0 is chosen. This can be deduced by a ‘clearing analysis’ as in [21].
However, other solutions (g = 1, H ′) to (2.9) exist: for any θ ∈ R

H ′(i) =


(1− θ)1−(µ/λ)i

µ−λ , i < 0

0, i = 0

θ (µ/λ)i−1
µ−λ , i > 0.

There is no a priori tool to determine which solution is the one obtained from the vanishing discount
approach.

Example 2.13. Next, we restrict the simple random walk to S = Z+, and associate the correspond-
ing transitions with parameter φ1 = 1Z+ . In other words,

pφ
1
(j | i) =

{
λ, j = i+ 1
µ, j = (i− 1)+,

where λ < µ and λ + µ = 1. Suppose that holding cost i is incurred per (discrete) unit time, when
the number of customers in the system is i:

cφ
1
(i) = i, i ∈ S.
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In [8] it was shown that the equation v + g = cφ
1

+ P φ
1
H has the following solutions: to any g ∈ R

there is a solution tuple (g,Hg) with Hg : S → R the function given by

Hg(i) = − i− 1

µ− λ
g +

(i− 1)(i− 2)

2(µ− λ)
+ µ

i− 1

(µ− λ)2
+
g

λ
(2.14)

+ µ
(µ/λ)i−1 − 1

µ− λ

{ g

µ− λ
+
g

λ
− µ

(µ− λ)2

}
,

for i ≥ 1 and Hg(0) = 0. The solution obtained from a vanishing discount approach, is the one for
which the expression between curly brackets is 0, i.e. for which

g

µ− λ
+
g

λ
− µ

(µ− λ)2
= 0,

in other words

g =
λ

µ− λ
,

and

Hg(i) = − i− 1

µ− λ
g +

(i− 1)(x− 2)

2(µ− λ)
+ µ

i− 1

(µ− λ)2
+
g

λ
.

This can also be derived from boundedness conditions analysed in [9]. Thus, g(φ1) = λ/(µ− λ).
Define the following parameter space Φ = {φ1, φ2}, where φ2 = {1, 2, 1, 1, . . .}. Parameter φ2

differs from φ1 only in the second coordinate. The corresponding transition probabilities are

pφ
2
(3 | 1) = λ = 1− pφ

2
(0 | 1),

and pφ
2
(j | i) = pφ

1
(j | i), for i 6= 1. Similarly, cφ

2
(i) = cφ

1
(i) = i, i 6= 1. Choose cφ

2
(1) small enough

(possibly negative) so that gφ
2
< gφ

1
.

Then Φ has indeed the product property and the parametrised Markov process is an MDP. This
MDP satisfies Assumption 2.3. Although the direct cost possibly is not non-negative, it is bounded
below.

We claim that we may choose a constant g so large that

Hg(1) + g = cφ
1
(1) +

∑
j

pφ
1
(j | 1)Hg(j) < cφ

2
(1) +

∑
j

pφ
2
(j | 1)Hg(j) = c2(1) + λHg(3) + µHg(0).

In other words, the minimisation prescribes to choose φ1 in state 1, when considering the tuple
(g,Hg). Indeed, this choice is possible if

cφ
2
(1) + λHg(3) > 1 + λHg(2),

or
1− cφ2(1) < λ(Hg(3)−Hg(2)). (2.15)

It can be checked that

Hg(3)−Hg(2) >
µ2

λ2

( g
λ
− µ

(µ− λ)2

)
.

Therefore, one may choose g > gφ
1

large enough for Eq. (2.15) to be true. Hence, (g,Hg) is a solution
to Eq. (2.9) for the MDP with minimising policy φ1. However, by construction g > gφ

1
> gφ

2
. Thus,

(g,Hg) is a solution to the DAOE, where g is not the minimum expected average cost, and the
minimising policy is not optimal.
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3 Continuous time Model

In this section we will consider continuous time parametrised Markov processes. The setup is analo-
gous to the discrete time case. Again we consider a parameter space Φ and a countable state space
S. With each φ ∈ Φ we associate an S × S generator matrix or q-matrix Qφ and a cost rate vector
cφ : S → R. Following the construction in [32], see also [36], one can define a measurable space
(Ω,F), a stochastic process X : Ω→ {f : [0,∞)→ S | f right-continuous}, a filtration {Ft}t ⊂ F to
which X is adapted, and a probability distribution Pφν on (Ω,F), such that X is the minimal Markov
process with q-matrix Qφ, for each initial distribution ν on S and φ ∈ Φ.

Denote by P φt = {pφt (j | i)}i,j∈S , t ≥ 0, the corresponding minimal transition function and by Eφν
the expectation operator corresponding to Pφν . The elements of Qφ are denoted by qφ(j | i), i, j ∈ S,
and − qφ(i | i) is the parameter of the exponentially distributed sojourn time in state i.

Assumption 3.1. i) Qφ is a a conservative, stable q-matrix, i.e. for i ∈ S and φ ∈ Φ

• 0 ≤ qφ(i) = − qφ(i | i) <∞;

•
∑

j q
φ(j | i) = 0.

ii) {P φt }t≥0 is standard, i.e. limt↓0 P
φ
t = I, with I the identity matrix of appropriate dimension.

iii) φ 7→ qφ(j | i) and φ 7→ cφ(i) are continuous, i, j ∈ S;

iv) Φ is locally compact.

The definition of the product property of {Qφ}φ and {cφ)}φ with respect to Φ is completely
analogous to Definition 2.1, and so we omit it. Again, for easy reference, we say that Φ has the
product property if {Qφ}φ and {cφ}φ both have the product property with respect to Φ. In this
case, the parametrised Markov process is an MDP. Analogously to Remark 2.1, Φ may represent the
collection of stationary policies or the stationary, deterministic ones.

Suppose, furthermore, that a lump cost is charged, in addition to a cost rate incurred per unit
time. Say at the moment of a jump from i to j lump cost dφ(i, j) is charged, when the parameter is
φ. This can be modelled as a (marginal) cost rate cφ(i) =

∑
j 6=i d

φ(i, j) qφ(j | i).
Below we give the definitions of various performance measures and optimality criteria. Later on

we will provide conditions under which these exist.
For α > 0, under parameter φ ∈ Φ the expected total α-discounted cost value function vα is given

by

V φ
α (i) = Eφi

[ ∫ ∞
t=0

e−αtc(Xt)dt
]
, i ∈ S.

Suppose that Φ has the product property. The minimum expected total α-discounted cost w.r.t Φ is
defined as

V ∗α (i) = inf
φ∈Φ

{
V φ
α (i)

}
, i ∈ S.

If V φ
α = V ∗α , then φ is said to be an α-discount optimal policy in Φ.
The expected average cost under parameter φ is given by

gφ(i) = lim sup
T→∞

1

T
Eφi

[ ∫ T

t=0
c(Xt)dt

]
, i ∈ S.

Suppose that Φ has the product property. The minimum expected average cost is defined as

g∗(i) = inf
φ∈Φ

{
gφ(i)

}
, i ∈ S.
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If gφ = g∗ for some φ ∈ Φ then φ is said to be an average cost optimal policy in Φ.

The notions of Blackwell optimality and strong Blackwell optimality are defined completely analo-
gously to the discrete time versions.

A well-known procedure to determine the structure of an optimal policy in the continuous time
case, is to reduce the continuous time MDP to a discrete time MDP in order to be able to apply
VI. There are different time-discretisation methods. One is to consider the embedded jump process.
Sometimes this is a viable method, see [27] where this approach has been taken. In Section 3.4 we
give an example where the embedded jump approach seems to be less amenable to apply.

Instead, one may use uniformisation. However, applicability hinges on models with bounded
jumps are bounded as a function of parameter and state:

q := sup
i∈S,φ∈Φ

qφ(i) <∞. (3.1)

This property is violated in models with reneging customers, population models etc, and we will
consider how to handle this next.

Let us first recall the uniformisation procedure.

3.1 Uniformisation

A detailed account of the uniformisation procedure and proofs can be found in [45]. Uniformisation of
time-inhomogeneous Markov processes is studied in [51]. If a continuous time parametrised Markov
process has bounded transition rates (cf. Eq. (3.1)), it admits a transformation to an equivalent
discrete time parametrised Markov process. Below we list the transformations for the α-discounted
and average cost cases.

For the discounted cost criterion the equivalent discrete time process is given by

P φ = I +
1

q
Qφ, cφ,d =

cφ

α+ q
, αd =

α

α+ q
, φ ∈ Φ. (3.2)

Denote the discrete time αd-discounted cost under φ by as V φ,d
αd

. Both the discrete-time and contin-
uous time processes have equal expected discounted cost, i.e.

V φ,d
αd

= V φ
α .

If Φ has the product property, then this implies that the optimal α- and αd-discounted value functions
with respect to Φ are equal:

V ∗,d
αd

= V ∗α .

For the average cost criterion the equivalent discrete time process has transition matrix and imme-
diate cost

P φ = I +
1

q
Qφ, cφ,d =

cφ

q
, φ ∈ Φ.

Denote the discrete time average cost under parameter φ as gφ,d and the value function as Hφ,d.
Under the same parameter, the discrete-time and continuous time expected cost, relate to each other
as follows

qgφ,d = gφ.

The corresponding value functions are identical:

Hφ,d = Hφ.
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These relations apply similarly to optimal parameters if Φ has the product property.
The main concern is how to proceed in the case of unbounded jump rates q =∞, when the above

procedure is not possible.

3.2 Discounted cost

First we treat the discounted cost criterion. This section summarises the results of [13]. The latter
paper only treats optimality within the class of stationary Markov policies, as we do in the present
chapter. We recall some definitions. These definitions are closely related to the definitions used in
the discrete time analysis in Section 2.1.

Definition 3.1. • The function W : S → (0,∞) is said to be a moment function, if there exists
an increasing sequence {Kn}n ⊂ S of finite sets with limnKn = S, such that infi 6∈KnW (i) →
∞, as n→∞.

• Let γ ∈ R. The function M : S → (0,∞) is called a (γ,Φ)-drift function if QφW ≤ γW for
all φ ∈ Φ, where QφM(i) :=

∑
j∈S q

φ(j | i)M(j).

Assumption 3.2 (α). i) There exist a constant γ < α and function M : S → (0,∞) such that M
is a (γ,Φ)-drift function;

ii) supφ ||cφ||M =: bM <∞ for all φ ∈ Φ;

iii) There exist a constant θ and a function W : S → (0,∞) such that W is a (θ,Φ)-drift function
and W/M is a moment function, where (W/M)(i) = W (i)/M(i), i ∈ S.

Assumptions 3.2 (α) (i) and 3.2 (α)(ii) are the continuous time counterpart of Assumption 2.2 (α).
Assumption 3.2(α)(iii) is sufficient to guarantee nonexplosiveness of the parametrised Markov process

(cf. [47, Theorem 2.1]), and implies continuity properties of the map φ 7→ (P φt M)(i), i ∈ S.

Theorem 3.2 ([13, Theorem 4.1]). Suppose that Assumptions 3.1 and 3.2 (α) hold, then φ 7→ V φ
α is

component-wise continuous and V φ
α is the unique solution in `∞(S,M) to

αu = cφ +Qφu.

Theorem 3.3 ([13, Theorem 4.2]). Assume that Φ is a compact set with the product property.
Suppose further that Assumptions 3.1, and 3.2(α) hold. Then V ∗α is the unique solution in `∞(S,M)
to the α-discount optimality equation (CDOE)

αu(i) = inf
φ∈Φ
{cφ(i) +

∑
j

qφ(j | i)u(j)}, i ∈ S. (3.3)

There exists φ∗ ∈ Φ with φ∗ ∈ arg minφ∈Φ{cφ(i) +
∑

j q
φ(j | i)u(j)}, i ∈ S. Any policy φ ∈ Φ that

minimises Eq. (3.3) is optimal in Φ, and it holds that V φ
α = V ∗α .

As discussed in Section 2.2, the parameter set may contain a perturbation component. Introduc-
ing a perturbation yields a parameter set of the following form Φ = N×A, where N is a perturbation
parameter and A the set of deterministic stationary (or merely stationary) policies.

Corollary 3.4 ([13, cf. Theorem 5.1]). Let Φ = N × A. Suppose Assumptions 3.1 and 3.2(α)
hold. Assume that {N} × A is a compact set (with the product property) for any N ∈ N . Then the
following hold.
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i) limN→N0 V
∗,(N)
α = V

∗,(N0)
α .

ii) Any limit point of (δ∗N )N→N0 is optimal in {N0} × A.

iii) Suppose that the MDP with parameter set {N} × A is uniformisable, i.e.

qN := sup
i∈S,δ∈A

|q(N,δ)(i)| <∞.

Consider the discount discrete-time uniformised MDP, with transition matrices, cost and dis-
count factor given by (cf. Eq. (3.2))

P (N,δ) = I +
1

qN
Q(N,δ), c(N,δ),d =

c(N,δ)

α+ qN
, αd =

α

α+ qN
.

Then the MDP satisfies Assumptions 2.1 and 2.2 (αd), for the same function M .

Proof. Assertions i) and ii) are in fact [13, Theorem 5.1], but they follow easily from Theorems 3.2
and 3.3. Assertion iii) is a direct verification.

Roadmap to structural properties We finally have collected the tools to provide a scheme
for the derivation of structural properties of an optimal policy and value function for a continuous
time MDP with unbounded jump rates, provided the required conditions hold. Applications of this
scheme are discussed in [6] and [14], cf. also [12].

Let A be the set of stationary, deterministic policies, and Φ = N × A. Each set {N} × A is
assumed to be compact and to have the product property, N ∈ N .

Roadmap for α-discounted MDPs in continuous time

1. Check Assumptions 3.1 and 3.2(α) of Theorem 3.3.

2. If satisfied and q <∞, do

a) perform a uniformisation;

b) use VI Algorithm 1 to verify the structural properties of an optimal policy and value
function;

c) use the equivalence of uniformised and non-uniformised systems to obtain the structure of
an optimal policy and value function of the non-uniformised continuous time MDP.

3. If satisfied and q =∞, do

i) perform a bounded jump perturbation leaving the structural properties intact and satisfying
Assumptions 3.1 and 3.2(α). For instance, one might apply SRT (see Section 2.2) or try
a brute force perturbation;

ii) do steps 2(a,b,c). This potentially yields structural properties of an optimal policy and the
value function for each N -perturbed MDP;

iii) take the limit for the perturbation parameter to vanish. Corollary 3.4 gives the structural
results for an optimal policy and value function.

4. If the assumptions for Theorem 3.3 do not hold, or if no structural properties can be derived,
then the outcome is inconclusive.

As has been mentioned already, one might apply discounted VI directly to the associated discrete
time MDP, embedded on the jumps of the continuous time MDP (cf. e.g. [27, Theorem 4.12]). In
the example of Section 3.4 we discuss some problems with the application of this procedure.
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3.3 Average cost

We finally turn to studying the average cost criterion in continuous time. The assumptions that we
make, are Assumption 3.1 and the analog of Assumption 2.3 that we used in Section 2.3 for analysing
the average cost criterion in discrete time. In fact, Assumption 2.3 can be used unaltered. However,
one has to use the continuous time definitions of the hitting time of a state, and total expected cost
incurred till the hitting time.

The hitting time τz of a state z ∈ S is defined by:

τz = inf
t>0
{Xt = z, ∃s ∈ (0, t) such that Xs 6= z}. (3.4)

Then, miz(φ) = Eφi τz and Cφz (i) = Eφi
∫ τz

0 cXtdt, where either expression may be infinite.
The following theorem is completely analogous to the discrete time equivalent Theorem 2.8, with

the only difference that the CAOE below has a slightly different form.

Theorem 3.5. Suppose, that Φ is a compact set with the product property. Furthermore, suppose
that Assumptions 3.1, 3.2(α), α > 0, and 2.3 hold.

i) There exists a solution tuple (g∗, H∗) to the average cost optimality equation (CAOE)

g = min
φ∈Φ
{cφ(i) +

∑
j∈S

qφ(j | i)u(j)}, (3.5)

with the properties, that

(1) g∗ = g is the minimum expected average cost (in Φ),

(2) φ∗ ∈ Φ with

φ∗ ∈ arg min
φ∈Φ

{cφ(i) +
∑
j∈S

qφ(j | i)u(j)}

is (average cost) optimal in Φ, and

(3) there exists i∗ ∈ D with H∗(i∗) = infiH
∗(i).

ii) Let i0 ∈ S. Any sequence {αn}n with limn→∞ αn = 0, has a subsequence, again denoted {αn}n,
along which the following limits exist:

H ′(i) = lim
n→∞

{V ∗αn(i)− V ∗αn(i0)}, i ∈ S,

g′ = lim
n→∞

αnV
∗
αn(i), i ∈ S,

φ′ = lim
n→∞

φαn ,

where φαn is αn-discount optimal in Φ. Furthermore, the tuple (g′, H ′) is a solution to (3.5)
with the properties (1), (2) and (3), so that g′ = g. Moreover, φ′ takes minimising actions in
(3.5) for g = g′ and u = H ′.

We have not encountered the above result in this form. However, the derivations are analogous
to the discrete time variant, cf. [44, Chapter 7], and to the proofs in [27], where continuous time
variants of Sennott’s discrete time conditions have been assumed. In fact, Assumption 2.3 implies [27,
Assumption 5.4]. Although one could piece together the proof of Theorem 3.5 from these references,
we prefer to give it explicitly in Section 3.5.

For the verification of Assumption 2.3 (ii) and Assumption 2.3 (iv) one may use the following
lemma, that is analogous to Lemma 2.9. The proof is similar to the proof of [50, Theorem 1].
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Lemma 3.6. Let φ ∈ Φ. Suppose that the Markov process with transition function P φt , t ≥ 0, has
one closed class of states. Assume the existence of functions f, k : S → [0,∞), a constant K and a
finite set D ⊂ S with

i) f(i) ≥ max{1, cφ(i)}, i ∈ S \ {D};

ii) f(i) +
∑

j q
φ(j | i)k(j) ≤ 0 + 1{D}(i) ·K, i ∈ S.

Then the closed class is positive recurrent and there is a constant κ, such that

a) µφD(i), CφD(i) ≤ κ · k(i), i ∈ S;

b) µφi0(i), Cφi0(i) <∞ for i0 ∈ D and i ∈ S.

3.4 Roadmap to structural properties

First we present a roadmap for determining structural properties of average cost MDPs in continuous
time. We illustrate this with a simple example. More complicated examples can be found in [6], [14]
and [12].

Then a figure and table will summarise the schematic approach that we have presented through
the various roadmaps, including references to the required conditions and results.

Let A be the set of stationary, deterministic policies, and Φ = N × A. Assume that {N} × D
has the product property for N ∈ N .

Roadmap for average cost MDPs in continuous time

1. Check Assumptions 3.1, 3.2(α), for all α > 0, and 2.3.

2. If satisfied then do

• apply the roadmap for α-discounted MDPs in continuous time; if the outcome is that the
α-discounted problem has the desired structural properties for all 0 < α < α0, for some
α0 > 0, then do

• apply the vanishing discount approach of Theorem 3.5 (ii).

3. If the assumptions do not hold, or structural properties can not be shown, the outcome is
inconclusive.

Arrival control of the M/M/1+M-queue As an application of this final roadmap, we consider
arrival control of the M/M/1+M-queue. Customers arrive in a single server unit with infinite buffer
size according to a Poisson (λ) process. Each customer requires an exponentially distributed service
time with parameter µ, but he may also renege after an exponentially distributed amount of time with
parameter β (service is not exempted from reneging). Arrival process, service times and reneging
times are all independent.

Due to reneging, the process associated with the number of customers in the server unit is ergodic
at exponential rate. However, having reneging customers is not desirable from a customer service
point of view. Therefore, the following arrival control is exercised. Per unit time and per customer a
holding cost of size 1 is incurred. The controller can decide to accept (decision A) or reject (decision
R) an arriving customer, based on the number of customers present in the system. If he takes decision
A, then a lump reward of size K is incurred.
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The goal is to select the control policy with minimum expected average cost.
This leads to the following MDP on the state space S = Z+, where state i corresponds to 0

customers being present in the system. The collection of stationary, deterministic policies is given
by A = {A,R}∞. We first put Φ = A and let δ ∈ Φ = A be a deterministic stationary policy. The
transition rates are as follows: for i ∈ S

qδ(j | i) =


λ1{δ(i)=A}, j = i+ 1

µ+ iβ, j = i− 1, i > 0
−(λ1{δ(i)=A} + µ1{i>0} + iβ), j = i,

The lump reward can be modelled as a cost rate, and we get for i ∈ S

cφ(i) = i− λK1{δ(i)=A}.

This is an unbounded-rate MDP.
We wish to show that a control-limit acceptance policy is optimal. In other words, that there

exists i∗ ∈ S, such that accepting in state i ≤ i∗ and rejecting in state i > i∗ is average cost optimal.
Denote the always accepting policy by δ0, then this generates an irreducible Markov process. Let

f(i) = i, i ∈ S, and k(i) = eθi, i ∈ S, with θ > 0 and d ∈ S chosen, such that

λe2θ + ie(1−i)θ < µ+ iβ, i ≥ d.

Then, f(i) +
∑

j q
δ0(j | i)k(j) ≤ 0, for i ≥ d. It easily follows that Lemma 3.6(ii) is satisfied for the

finite set {0, . . . , d} and some constant K. Thus gδ0 <∞.
Let ε > 0. It then follows that Assumption 2.3 (i,ii,iii) is satisfied with set D = {i | i − λK ≤

gδ0 + ε}. The verification of Assumption 2.3 (iv) follows from irreducibility of the Markov process
and the renewal-reward theorem.

It is not difficult to verify that Assumptions 3.1 and 3.2 (α), α > 0, are satisfied for Φ = A.
Indeed, for given α > 0, there exists κα > 0, such that Mα(i) = eκαi, i ∈ S, is a (γα,A)-drift
function for some γα > 0.

It follows that there exists a solution tuple (g∗, H∗) of the CAOE (3.5) with the properties (1),
(2), (3). This CAOE takes the form

g∗ = i+ 1{i>0}(µ+ iβ
)
H∗(i− 1) + λmin{−K +H∗(i+ 1), H∗(i)}

−
(
λ+ µ1{i>0} + iβ

)
H∗(i),

where we have already rearranged the terms in such a way that the equation is amenable to analysis.
It is easily deduced, that it is optimal to accept in state i if

H∗(i+ 1)−H∗(i) ≤ K.

Hence, in order that a control-limit acceptance policy be average cost optimal, it is sufficient to show
that H∗ is convex.

To this end, we will use the roadmap to show that there exists a solution pair (g∗, H∗) to the
CAOE (3.5) with properties (1), (2) and (3), and with H∗ a convex function. Theorem 3.5 justifies
using the vanishing discount approach, and so it is sufficient to show convexity of the α-discount
value function Vα, for all α > 0 sufficiently small. Note that the imposed conditions for the roadmap
for α-discount MDPs are satisfied, since these are imposed as well for the assertions in Theorem 3.5,
and these have been checked to hold.

The roadmap for the verification of structural properties of Vα prescribes to choose suitable
perturbations. We consider a simple perturbation, where the reneging rates are truncated at Nβ in
states i ≥ N , N ≥ 1. The value N =∞ then corresponds to the original MDP.
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Thus, we consider the extended parameter set Φ = {N} × A, where N = {1, 2, . . .}. Put

q(N,δ)(j | i) =


λ1{δ(i)=A}, j = i+ 1

µ+ (N ∧ i)β, j = i− 1, i > 0
−(λ1{δ(i)=A} + 1{i>0}(µ+ (N ∧ i)β), j = i,

for (N, δ) ∈ Φ. Then, Mα is a (γα,Φ)-drift function, and Assumptions 3.1 and 3.2 (α) are satisfied,
α > 0, for this extended parameter space Φ.

Fix α > 0 and N ∈ {1, 2, . . .}. By virtue of Corollary 3.4 it is sufficient to check convexity of the

α-discount value function V
(N)
α , for the N -perturbation. Finally, by Theorem 2.6 it is sufficient to

check convexity of Vα,n(N), which is the n-horizon approximation of V
(N)
α .

Convexity of V
(N)
α,n follows iteratively by putting V

(N)
α,0 ≡ 0, and checking that convexity is prop-

agated through the iteration step: for i ∈ S

V
(N)
α,n+1(i) =i− α

(
µ1{i>0} + (i ∧N)β

)
V (N)
α,n (i− 1) (3.6)

+ αλmin{−K + V (N)
α,n (i+ 1), V (N)

α,n (i)}

+ α(1− λ− µ1{i>0} + (i ∧N)β)V (N)
α,n (i).

Event based dynamic programming (cf. [33] and [12, Chapter 7]) applied to Eq. (3.6) yields precisely
the propagation of convexity.

Associated embedded jump MDP Instead of introducing a perturbation, we could have applied
discounted VI to the associated α-discounted embedded jump MDP. The assumptions that we have
made, imply convergence to the α-discounted value function (cf. [27, Theorem 4.14]). This yields
the following VI-scheme:

V̄α,n+1(i) =
1

α+ µ1{i>0} + iβ
min

{(
i+ (µ1{x>0} + iβ)V̄α,n(i− 1)

)
,(

i− λK + λV̄α,n(i+ 1) + (µ1{i>0} + iβ)V̄α,n(i− 1)
)}
.

First note that starting the iterations with the simple function V̄α,0 ≡ 0, yields a concave function

V̄α,1(i) =
i− λK

α+ λ+ µ1{i>0} + iβ
, i = 0, 1, . . . ,

unless β = 0. A clever choice of V̄α,0 could remedy this. However, there will always be the problem
that the three functions values that have to be compared in order to propagate convexity, have
different denominators.

Note that applying VI on the average cost embedded jump MDP has the same disadvantages.
Additionally, one needs extra conditions (cf. Theorem 2.10) to ensure that average VI converges at
all.

Roadmap summary
The next figure and table summarise the different roadmaps, with the appropriate references to the
results justifying the various steps. In the figure, the limit as the perturbation parameter vanishes
is represented by N →∞.
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H∗, g∗

α ↓ 0 α-discounted cost

V ∗
α

N →∞ perturbation

V
∗,(N)
α

conv. VI uniformise and VI

V
(N)
α,n

unbounded rates average

unbounded rates α-discounted

bounded rates α-discounted

Summarising table

Time Criterion Roadmap

DT disc. VI1
Thm. 2.6

DT average VI2
Vgeo Thm. 2.10

DT average VDA then VI1
no Vgeo Thm. 2.8 Thm. 2.6

CT disc. UNI then VI1
bdd. § 3.1 Thm. 2.6

CT disc. PB then UNI then VI1
unb. Cor. 3.4 § 3.1 Thm. 2.6

CT average VDA then UNI then VI1
bdd. Thm. 3.5 § 3.1 Thm. 2.6

CT average VDA then PB then UNI then VI1
unb. Thm. 3.5 Cor. 3.4 § 3.1 Thm. 2.6
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Abbreviations in the summarising table

Discrete time DT
Continuous time CT
Bounded or unbounded rates bdd. or unb.
α-discounted disc.
Value iteration algorithm 1 or 2 VI1 or VI2
Vanishing discount approach VDA
Uniformisation UNI
Perturbation PB
Conditions Theorem 2.10 Vgeo

3.5 Proofs

For the proof of Theorem 3.5 we will need a number of preparatory lemmas. In this section we
assume that Φ is a compact set with the product property.

Lemma 3.7. Suppose that Assumptions 3.1, 3.2 (α), α > 0, and 2.3 hold. The following hold.

i) Let µφ0 denote the stationary distribution under parameter φ0, where φ0 has been specified in
Assumption 2.3. Then φ0 has one closed class, R say, that is positive recurrent. It holds, that

gφ0 = α
∑
R

µφ0(i)V φ0
α (i).

ii) Let φ ∈ Φ. Let x 6∈ D, and put τ := τD to be the hitting time of D (cf. Eq. (3.4)). Then

V φ
α (i) ≥ Eφi

[
1{τ=∞}

g(φ0) + ε

α
+ 1{τ<∞}

(
(1− e−ατ )

gφ0 + ε

α
+ e−ατV φ

α (Xτ )
)]
. (3.7)

iii) There exists iα ∈ D with V ∗α (iα) = infi V
∗
α (i).

Proof. First we prove (i). By virtue of Assumption 2.3 (ii) the Markov process associated with φ0

has one closed class, which is positive recurrent. Furthermore, absorption into this class takes place
in finite expected time and with finite expected cost, for any initial state i 6∈ R, since necessarily
i0 ∈ R.

Then we get ∑
i∈R

µφ0(i)Eφ0i
[
c(Xt)

]
=
∑
i∈R

µφ0(i)
∑
j∈R

pφ0t (j | i)cφ0(j)

=
∑
j∈R

cφ0(j)
∑
i∈R

µφ0(i)pφ0t (j | i)

=
∑
j∈R

cφ0(j)µφ0(j) = gφ0 ,
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where the interchange of summation is allowed by nonnegativity. This is used as well to justify the
next derivation

α
∑
i∈R

µφ0(i)V φ0
α (i) = α

∑
i∈R

µφ0(i)Eφ0i
[ ∫ ∞

t=0
e−αtc(Xt)dt

]
= α

∫ ∞
t=0

e−αt
∑
i∈R

µφ0(i)Eφ0i
[
c(Xt)

]
dt

= α

∫ ∞
t=0

e−αtgφ0dt = gφ0 .

The proof of (ii) follows by splitting the α-discounted cost into three terms, the first two of which
represent the α-discounted cost till τ , in the respective cases τ =∞ and τ <∞, and the third is the
cost starting from τ <∞:

V φ
α (i) =Eφi

[ ∫ ∞
t=0

e−αtc(Xt)dt
]

≥Eφi
[
1{τ=∞}

∫ ∞
t=0

e−αtdt(gφ0 + ε)

+ 1{τ<∞}

(∫ τ

t=0
e−αtdt(gφ0 + ε) +

∫ ∞
t=τ

e−αtc(Xt)dt
)]

=Eφi

[
1{τ=∞}

gφ0 + ε

α
+ 1{τ<∞}

(
(1−e−ατ )

gφ0 + ε

α
+ e−ατV φ

α (Xτ )
)]
.

The inequality is due to the definitions of D and τ .
We finally prove (iii). Part (i) implies the existence of zα ∈ R such that gφ0 ≥ αV φ0

α (zα). Then

there also exists a iα ∈ D with gφ0 ≥ αV φ0
α (iα). Indeed, suppose such iα ∈ D does not exist. Then

V φ0
α > gφ0

α for all j ∈ D. This leads to a contradiction, since by virtue of part (ii)

gφ0

α
≥ V φ0

α (zα) ≥ Eφzα

[
(1− e−ατ )

gφ0 + ε

α
+ e−ατV φ0

α (Xτ )
]
>

gφ0

α
.

Let iα = arg minj∈D V
∗
α (j), and so V ∗α (iα) ≤ V φ0

α (iα) ≤ gφ0
α . Then iα = arg minj V

∗
α (j), because by

Eq. (3.7) for any i /∈ D and α-discount optimal policy φα

V ∗α (i) = V φα
α (i)

≥ Eφαi

[
1{τ=∞}

gφ0 + ε

α
+ 1{τ<∞}

(
(1− e−ατ )

gφ0 + ε

α
+ e−ατV ∗α (Xτ )

)]
≥ Eφi

[
1{τ=∞}V

∗
α (iα) + 1{τ<∞}

(
(1− e−ατ )V ∗α (iα) + e−ατV ∗α (iα)

)]
= V ∗α (iα).

Lemma 3.8. Suppose that Assumptions 3.1, 3.2 (α), α > 0, and 2.3 hold. Let {αn}n be a positive
sequence converging to 0. The following hold.

i) There exist a subsequence, call it {αn}n again, and i0 ∈ D such that αnV
∗
αn(i0) ≤ gφ0, n = 1, 2, . . ..

ii) There exist a constant L and a function U : S → (0,∞), such that −L ≤ V ∗α (i)− V ∗α (z) ≤ U(i),
α > 0, where z is as in Assumption 2.3(ii).
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Proof. To prove (i), note that Lemma 3.7 (iii) implies for all n the existence of iαn ∈ D, such
that V ∗αn(iαn) ≤ V ∗α (i), i ∈ S. By Assumption 2.3 (iii) D is finite, and so there exists i0 ∈ D and a
subsequence of {αn}n, that we may call {αn}n again, such that iαn = i0. Therefore by Lemma 3.7 (i),
for all n

αnV
∗
αn(i0) ≤ αn

∑
i

µφ0(i)V ∗αn(i) ≤ αn
∑
i

µφ0(i)V ∗α (i) = gφ0 .

For the proof of (ii), take

U(i) = Cφ0z (i), L = max
j∈D

Cφ
j

j (z),

with φj from Assumptions 2.3 (iv). Let α > 0. Let strategy φ follow φ0 until z is reached, from then
onwards it follows the α-discount optimal policy φα. Then again by Assumption 2.3 (ii) we have

V ∗α (i) ≤ V φ
α (i) ≤ Cφ0z (i) + V φα

α (z) = Cφ0z (i) + V ∗α (z).

Notice that Assumptions 2.3 (iii) and (iv) yield L < ∞. According to Lemma 3.7 (iv) there is a
minimum cost starting state iα ∈ D. Let φ′ be the policy that uses policy φiα of Assumption 2.3 (iv)
until hitting iα, after which φ′ follows the α-discount optimal policy φα. This yields,

V ∗α (z)− V ∗α (i) ≤ V ∗α (z)−min
i
V ∗α (i) ≤ V φ

α (z)− V ∗α (iα) ≤ Cφiαz (iα) ≤ L.

Lemma 3.9. Suppose that Assumptions 3.1, 3.2 (α), α > 0, and 2.3 hold. Then,

lim sup
α↓0

αV ∗α (i) ≤ gφ(i), i ∈ S, φ ∈ Φ.

Proof. Let φ ∈ Φ. We wish to apply Theorem 3.13 for s(t) =
∑

j p
φ
t (j | i)cφ(j). First, Assumption 3.1,

Assumption 3.2 (α) and the dominated convergence theorem yield that t 7→
∑

j p
φ
t (j | i)cφ(j) is

continuous and |V φ
α (i)| <∞ (cf. Theorem 3.2). By Assumption 2.3 (i),∑

j

pφt (j | i)cφ(j), V φ
α (i) ≥ 0, i ∈ S.

Then, S(α) = V φ
α (i) and gφ(i) = lim supT→∞

1
T ST . Hence Theorem 3.13 (1c) implies

lim sup
α↓0

αV φ
α (i) ≤ gφ(i).

Lemma 3.10 ([27, Theorem 5.2]). Suppose that Assumptions 3.1, 3.2 (α), α > 0, and 2.3 hold. Let
(g,H) be a tuple, with g ∈ R and H : S → [−L,∞), i ∈ S, and φ ∈ Φ be such that

g ≥ cφ(i) +
∑
j

qφ(j | i)H(j), i ∈ S.

Then gφ(i) ≤ g, i ∈ S.
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Proof. The proof is identical to the proof of [27, Theorem 5.2].

Now we have all results at hand to finish the proof of Theorem 3.5. The most important difficulty
is to obtain the CAOE from a continuous time average cost optimality inequality (CAOI). To achieve
this we have translated a very interesting argument used in [44, Chapter 7] for the discrete time case
to continuous time.

Proof of Theorem 3.5. Let {αn}n > 0 be a positive sequence converging to 0. Lemma 3.8(ii)
implies that −L ≤ V ∗αn(i) − V ∗αn(z) ≤ U(i), for a constant L and a function U : S → (0,∞),
and for i ∈ S. Note that [−L,U(i)] is compact. By a diagonalisation argument, the sequence has
a convergent subsequence, denoted {αn}n again, along which the limit exists for any i ∈ S, say
V ∗αn(i)− V ∗αn(z)→ H ′(i), i ∈ S.

Lemma 3.8(i) implies that there exists a further subsequence, again denoted {αn}n, such that

0 ≤ αnV ∗αn(i0) ≤ gφ0 , for some i0 ∈ D. Compactness of [0, gφ0 )] implies existence of a limit point, say
g′, along a subsequence, that in turn is denoted by {αn}n.

By the above, limn→∞ αn(V ∗αn(j)− V ∗αn(i0) = 0, and thus αnV
∗
αn(j)→ g′ for all j ∈ S.

Since Φ is compact, there is a final subsequence of {αn}n, denoted likewise, such that {φαn}n,
with φαn α-discount optimal, has a limit point φ′ say. The tuple (g′, H ′) has property (3) from part
(i) of the Theorem by Lemma 3.7.

We will next show that this tuple is a solution to the following inequality:

g′ ≥ cφ′(i) +
∑
j

qφ
′
(j | i)H ′(j) ≥ inf

φ∈Φ
{cφ(i) +

∑
j

qφ(j | i)H ′(j)}, i ∈ S. (3.8)

Indeed, the α-DDOE (3.3) yields for all i ∈ S

αV ∗α (i) = cφα(i) +
∑
j

qφα(j | i)V ∗α (j).

Then we use Fatou’s lemma and obtain

g′ = lim inf
n→∞

{αnV ∗αn(i)}

= lim inf
n→∞

{
cφαn (i) +

∑
j 6=i

qφαn (j | i)[V ∗αn(j)− V ∗αn(z)]− qφαn (i)[V ∗αn(i)− V ∗αn(z)]
}

≥cφ′(i) +
∑
j 6=i

lim inf
n→∞

{ qφαn (j | i)[V ∗αn(j)− V ∗αn(z)]} − lim inf
n→∞

{
qφαn (i)[V ∗αn(i)− V ∗αn(z)]}

=cφ
′
(i) +

∑
j

qφ
′
(j | i)H ′(j)

≥ inf
φ∈Φ
{cφ(i) +

∑
j

qφ(j | i)H ′(j)},

where subtraction of V ∗αn(z) is allowed, since Q(φ) has row sums equal to zero. In the third equation
we use continuity of φ 7→ cφ(i) and φ 7→ qφ(j | i).

This allows to show that (g′, H ′) has property (1) from the Theorem and that φ′ is optimal in
Φ′. Indeed, Lemma 3.9 and Lemma 3.10 yield for all i ∈ S

gφ
′ ≤ g′ = lim

n→∞
αnV

∗
αn(i) ≤ g∗(i) ≤ gφ

′
(i). (3.9)

Hence gφ
′
(i) = g∗(i) = g′, i ∈ S, and so φ′ is optimal in Φ, and g′ is the minimum expected average

cost.
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The following step is to show that both inequalities in Eq. (3.8) are in fact equalities. To this
end, it is sufficient to show that (g′, H ′) is a solution tuple to the CAOE (3.5). Then Eq. (3.8)
immediately implies that φ′ takes minimising actions in Eq. (3.5) for the solution (g′, H ′).

Hence, let us assume the contrary. If g′ > infφ∈Φ{cφ(i) +
∑

j q
φ(j | i)H ′(j)} then there exists

φ̄ ∈ Φ, such that g′ > cφ̄(i) +
∑

j q
φ̄(j | i)H ′(j) for at least one state i′ ∈ S, say. Put d(i) ≥ 0 to be

the corresponding discrepancy, i.e.

g′ = cφ̄ + d(i) +
∑
j

qφ̄(j | i)H ′(j), i ∈ S. (3.10)

In other words,

0 = cφ̄(i) + d(i)− g′ +
∑
j

qφ̄(j | i)H ′(j), i ∈ S.

For i 6∈ D, cφ̄(i) + d(i) − g′ ≥ gφ0 + ε − g′ ≥ ε, and so H ′ + Le is a non-negative solution to the
equation ∑

j

qφ̄(j | i)(H ′(j) + L) ≤ −ε, j 6∈ D.

This is precisely the condition in [50, Theorem 1] with λ = 02. Following the proof of that theorem
and using that qφ̄(i) > 0 for i 6∈ D (otherwise gφ̄(i) = cφ̄(i) > g′), we can conclude that

H ′(i) + L ≥ mφ̄
D(i), i 6∈ D,

so that mφ̄
D(i) <∞, for i 6∈ D.

For i ∈ D, either qφ̄(i) = 0, or qφ̄(i) > 0 and

mφ̄
D(i) =

1

qφ̄(i)
+
∑
j 6∈D

qφ̄(j | i)
qφ̄(i)

mφ̄
D(j) ≤ 1

qφ̄(i)
+
∑
j 6∈D

qφ̄(j | i)
qφ̄(i)

(H ′(j) + L) <∞,

by virtue of Eq. (3.10). We now will perform an iteration argument along the same lines as the proof
of [50, Theorem 1] to show that d(i) = 0 for all i ∈ S.

For i ∈ D with qφ̄(i) = 0, necessarily g′ = cφ̄(i) and then equality in Eq. (3.8) immediately
follows.

Thus, it is sufficient to consider the case that qφ̄(i) > 0. Dividing Eq. (3.10) for state i by qφ̄(i)
we get, after reordering,

H ′(i) ≥ cφ̄(i) + d(i)− g′

qφ̄(i)
+
∑
j 6=i

qφ̄(j | i)
qφ̄(i)

H ′(j).

Introduce the substochastic matrix P on S \D by

p(j | i) =


qφ̄(j | i)
qφ̄(i)

j /∈ D ∪ {i}

0 otherwise.

2The factor λ in front of yi in that paper has been mistakenly omitted
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This is the taboo jump transition matrix associated with φ̄, with taboo set D. Denote the n iterate
by P (n), where P (0) is the S × S identity matrix. Then, for i /∈ D we get

H ′(i) ≥c
φ̄(i) + d(i)− g′

qφ̄(i)
+
∑
j

p(j | i)H ′(j) +
∑
j∈D

qφ̄(j | i)
qφ̄(i)

H ′(j)

≥c
φ̄(i) + d(i)− g′

qφ̄(i)
+
∑
j∈D

qφ̄(j | i)
qφ̄(i)

H ′(j)

+
∑
j

p(j | i)
[cφ̄(j) + d(j)− g′

qφ̄(j)
+
∑
w

p(w | j)H ′(w) +
∑
w∈D

qφ̄(w | j)
qφ̄(j)

H ′(w)
]

≥
N−1∑
n=0

∑
j

p(n)(j | i)c
φ̄(j) + d(j)− g′

qφ̄(j)
+
N−1∑
n=0

∑
j

p(n)(j | i)
∑
w∈D

qφ̄(w | j)
qφ̄(j)

H ′(w)

+
∑
j

p(N)(j | i)H ′(j).

Taking the liminf N →∞, we get

H ′(i) ≥
∞∑
n=0

∑
j

p(n)(j | i)c
φ̄(j) + d(j)− g′

qφ̄(j)
+
∞∑
n=0

∑
j

p(n)(j | i)
∑
w∈D

qφ̄(w | j)
qφ̄(j)

H ′(w)

+ lim inf
N→∞

∑
j

p(N)(j | i)H ′(j).

Clearly

lim inf
N→∞

∑
j

p(N)(j | i)H ′(j) ≥ lim inf
N→∞

∑
j

p(N)(j | i)(−L).

However, since mφ̄
D(i) <∞, i 6∈ D, we get that lim infN→∞

∑
j p

(N)(j | i) = 0. Hence, for τ := τD

H ′(i) ≥
∞∑
n=0

∑
j

p(n)(j | i)c
φ̄(j) + d(j)− g′

qφ̄(j)
+
∞∑
n=0

∑
j

p(n)(j | i)
∑
w∈D

qφ̄(w | j)
qφ̄(j)

H ′(w)

≥ Eφ̄i

[ ∫ τ

t=0
(c(Xt) + d(Xt)− g′)dt

]
+ Eφ̄i

[
H ′(Xτ )

]
= cφ̄D(i) + Eφ̄i

[ ∫ τ

t=0
d(Xt)dt

]
−mφ̄

D(i)g′ + Eφ̄i

[
H ′(Xτ )

]
, (3.11)

for i 6∈ D. For i ∈ D with qφ̄(i) > 0, we can derive the same inequality.
On the other hand, we have that

Vα(i) ≤ cφ̄D(i) + Eφ̄i
[
e−ατV ∗α (Xτ )

]
.

This is equivalent to

V ∗α (i)− V ∗α (z) ≤ cφ̄D(i)− V ∗α (z)(1− Eφ̄i
[
e−ατ

]
) + Eφ̄i

[
e−ατ (V ∗α (Xτ )− V ∗α (z))

]
.

Hence, for the sequence {αn}n we have

V ∗αn(i)− V ∗αn(z) ≤ cφ̄D(i)− αnV ∗αn(z)
1− Eφ̄i

[
e−αnτ

]
αn

+ Eφ̄i
[
e−αnτ (V ∗αn(Xτ )− V ∗αn(z))

]
.
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Taking the limit of n to infinity yields

H ′(i) ≤ cφ̄D(i)− g′ ·mφ̄
D(i) + lim

n→∞

{
Eφ̄i
[
e−αnτ (V ∗αn(Xτ )− V ∗αn(z)

]}
(3.12)

= cφ̄D(i)− g′ ·mφ̄
D(i) + Eφ̄i

[
H ′(Xτ )

]
.

Taking the limit through the expectation is justified by the dominated convergence theorem, since

|Eφ̄i
[
e−αnτ (V ∗αn(Xτ )− V ∗αn(z))

]
| ≤ Eφ̄i e

−αnτ |V ∗αn(Xτ )− V ∗αn(z)| ≤ Eφ̄i (U(Xτ ) ∨ L) <∞.

Combining Eqs. (3.11) and (3.12) yields d ≡ 0, for i with qφ̄(i) > 0.
Since there is equality for φ′, this also implies that the inf is a min, and so we have obtained that

(g′, H ′) is a solution to the CAOE (3.5).
The only thing left to prove, is that the solution tuple (g′, H ′) has property (2), that is, every

minimising policy in Eq. (3.5) is average cost optimal. But this follows in the same manner as the
argument leading to Eq. (3.9) yielding optimality of φ′. This finishes the proof.

3.6 Tauberian Theorem

This section develops a Tauberian theorem that is used to provide the necessary ingredients for prov-
ing Theorem 3.5. This theorem is the continuous time counterpart of Theorem A.4.2 in Sennott [44].
A related assertion can be found in [27, Proposition A.5], however, in a weaker variant (without the
Karamata implication, see Theorem 3.13, implication (i) =⇒ (iii)). The continuous time version
seems deducible from Chapter 5 of the standard work on this topic [55]. We give a direct proof here.

Let s : [0,∞)→ R be a function that is bounded below by −L say and (B([0,∞)),B)-measurable,
where B denotes the Borel-σ-algebra on R, and B([0,∞)) the Borel-σ-algebra on [0,∞). Assume for
any α > 0 that

S(α) =

∫ ∞
t=0

s(t)e−αtdt <∞.

Furthermore, assume for any T > 0 that

ST =

∫ T

t=0
s(t)dt <∞.

Lemma 3.11. Suppose that L = 0, i.e. s is a nonnegative function. Then for all α > 0 it holds that

1

α
S(α) =

∫ ∞
T=0

e−αTSTdT. (3.13)

Furthermore, for all α > 0, and U ≥ 0 the following inequalities hold true:

αS(α) ≥ inf
T≥U

{
ST
T

}(
1− α2

∫ U

T=0
Te−αTdT

)
, (3.14)

and

αS(α) ≤ α2

∫ U

T=0
e−αTSTdT + sup

T≥U

{
ST
T

}
. (3.15)
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Proof. We first prove Eq. (3.13). To this end, let α > 0. Then,

1

α
S(α) =

∫ ∞
u=0

e−αudu

∫ ∞
t=0

s(t)e−αtdt

=

∫ ∞
t=0

∫ ∞
u=0

s(t)e−α(u+t)dudt

=

∫ ∞
T=0

∫ T

t=0
s(t)e−αTdt dT

=

∫ ∞
T=0

e−αT
∫ T

t=0
s(t)dt dT

=

∫ ∞
T=0

e−αTSTdT.

Interchange of integrals, change of variables are allowed, since the integrands are non-negative and
the integrals are finite.

Next, we prove Eq. (3.14). To this end, we use Eq. (3.13). Then, for all α > 0, U ≥ 0

αS(α) = α2

∫ ∞
T=0

ST e
−αTdT

≥ α2

∫ ∞
T=U

ST
T
Te−αTdT

≥ α2 inf
t≥U

{
ST
T

}∫ ∞
T=U

Te−αTdT

= α2 inf
t≥U

{
ST
T

}(∫ ∞
T=0

Te−αTdT −
∫ U

T=0
Te−αTdT

)
= inf

T≥U

{
ST
T

}(
1− α2

∫ U

T=0
Te−αTdT

)
.

The first inequality uses explicitly that the integrand is non-negative.
Similarly, we expand from Eq. (3.13) to get Inequality (3.15) as follows. Let α > 0, U ≥ 0. Then,

αS(α) = α2

∫ ∞
T=0

e−αTSTdT

= α2

∫ U

T=0
e−αTSTdT + α2

∫ ∞
T=U

e−αTT
ST
T
dT

≤ α2

∫ U

T=0
e−αTSTdT + sup

T≥U

{
ST
T

}
α2

∫ ∞
T=U

Te−αTdT

≤ α2

∫ U

T=0
e−αTSTdT + sup

T≥U

{
ST
T

}
α2

∫ ∞
T=0

Te−αTdT

= α2

∫ U

T=0
e−αTSTdT + sup

T≥U

{
ST
T

}
.

Let f : [0, 1]→ R be an integrable function, and define

Sf (α) =

∫ ∞
t=0

e−αtf(e−αt)s(t)dt.

41



Lemma 3.12. Assume that L = 0 and

W := lim inf
α↓0

αS(α) = lim sup
α↓0

αS(α) <∞.

Let r : [0, 1]→ R be given by

r(x) =

{
0 x < 1/e
1/x x ≥ 1/e.

Then

lim
α↓0

αSr(α) =

(∫ 1

x=0
r(x)dx

)
lim
α↓0

αS(α). (3.16)

Proof. We first prove Eq. (3.16) for polynomial functions, then for continuous functions and finally
for r. To show that Eq. (3.16) holds for polynomials, it is sufficient to prove it for p(x) = xk. Thus,

αSp(α) = α

∫ ∞
t=0

e−αt(e−αt)ks(t)dt

=
1

k + 1

[
α(k + 1)

∫ ∞
t=0

e−α(k+1)ts(t)dt

]
=

∫ 1

x=0
p(x)dx [α(k + 1)S(α(k + 1))] .

Taking the limit of α ↓ 0 proves Eq. (3.16) for polynomials. This is allowed because W is finite.
Next we show Eq. (3.16) for continuous functions. The Weierstrass approximation theorem (see [49,
Section 13.33], [3]) yields that a continuous function q on a closed interval can be arbitrary closely
approximated by polynomials. Let p such that p(x) − ε ≤ q(x) ≤ p(x) + ε for 0 ≤ x ≤ 1. Then,
writing p− ε for the polynomial x 7→ p(x)− ε,∫ 1

x=0
p(x)dx− ε ≤

∫ 1

x=0
q(x)dx ≤

∫ 1

x=0
p(x)dx+ ε.

Sp−ε(α) =

∫ ∞
t=0

e−αt(p(e−αt)− ε)s(t)dt

=

∫ ∞
t=0

e−αtp(e−αt)s(t)dt− ε
∫ ∞
t=0

e−αts(t)dt

= Sp(α)− εS(α).

This implies
0 ≤ Sp+ε(α)− Sp−ε(α) ≤ 2εS(α),

As ε approaches 0, finiteness of W yields the result for continuous functions. In a similar manner r
can be approximated by continuous functions q, q′ with q′ ≤ r ≤ q as follows

q(x) =


0 x < 1

e − δ
e
δx+ e− 1

δ
1
e − δ ≤ x <

1
e

1
x x ≥ 1

e ,

q′(x) =


0 x < 1

e
e

γ+γ2e
x− 1

γ+γ2e
1
e ≤ x <

1
e + γ

1/x x ≤ 1
e + γ.

This proves Eq. (3.16).
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Theorem 3.13. The following assertions hold.

1. lim inf
T→∞

ST
T

(a)

≤ lim inf
α↓0

αS(α)
(b)

≤ lim sup
α↓0

αS(α)
(c)

≤ lim sup
T→∞

ST
T

;

2. the following are equivalent

i) lim infα↓0 αS(α) = lim sup
α↓0

αS(α) <∞;

ii) lim inf
T→∞

ST
T

= lim sup
T→∞

ST
T

<∞;

iii) limα↓0 αS(α) = lim
T→∞

ST
T

<∞.

Proof. This proof is based on Sennott [44]. Clearly inequality (b) holds. So this leaves to prove
inequalities (a) and (c).

Proof of inequality (a). First notice, that if we take s ≡M a constant function, then

lim inf
T→∞

ST
T

= lim inf
α↓0

αS(α) = lim sup
α↓0

αS(α) = lim sup
T→∞

ST
T
.

Therefore adding a constant M to the function s does not influence the result. Hence, it is sufficient
to prove the theorem for nonnegative functions s. This means that the assumptions of Lemma 3.11
hold and we may use Inequality (3.14). Thus,

inf
T≥U

{
ST
T

}(
1− α2

∫ U

T=0
Te−αTdT

)
≤ αS(α).

Notice that limα↓0 α
2
∫ U
T=0 Te

−αTdT = 0, hence taking the lim inf as α ↓ 0 gives

inf
T≥U

ST
T
≤ lim inf

α↓0
αS(α).

Now taking the limit U →∞ on both sides gives

lim inf
T→∞

ST
T
≤ lim inf

α↓0
αS(α),

which yields the result. Using Inequality (3.15) of Lemma 3.11 and applying the same reasoning
proves inequality (c).

Next we prove part 2. Part 1 implies that iii) ⇐⇒ ii) =⇒ iii). So it is sufficient to prove that
i) =⇒ iii).
Assume that i) holds, then we may invoke Lemma 3.12. First notice that

∫ 1
x=0 r(x)dx = 1, hence

Eq. (3.16) reduces to
lim
α↓0

αSr(α) = lim
α↓0

αS(α).

Moreover,

αSr(α) = α

∫ ∞
t=0

e−αts(t)eαt1{e−αt≥e−1}dt = α

∫ 1/α

t=0
s(t)dt = αS1/α

To complete the proof, we have

lim
α↓0

αS(α) = lim
α↓0

αSr(α) = lim
α↓0

αS1/α = lim
T→∞

ST
T
.
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